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ABSTRACT

Mainstream economists and development economists agree on the need for a
“Weberian” bureaucratic state which is relatively free from corruption, relies on a
professionally trained staff, and follows the rule of law. The International Monetary
Fund claims its programs support such a state, while critics of the Fund argue that it
erodes bureaucratic capacity. This paper shows that the critics are correct: program
entry triggers a severe degradation of institutional capacity over time regardless of
condition type, with stabilization-intensive programs proving particularly
destructive. These findings overturn recent literature celebrating the benign nature of
stabilization conditions. Methodologically, the paper demonstrates that the extant
literature has overemphasized the importance of selection bias at the expense of a
prior violation—using countries that had previously been under IMF programs as
clean counterfactuals. We mitigated this problem by using a stacked difference-in-
differences framework on an annual panel from 1980 to 2019. The evidence shows
that program entry produces a significant and progressive decline in bureaucratic
quality that peaks by year five at 0.47 cross-national standard deviations—
equivalent to roughly 64% of the estimated damage from a civil war. This delayed
effect is consistent with sustained fiscal compression rather than immediate
institutional shock. Moreover, it is stabilization-intensive programs that drive this
decline rather than structural adjustment programs as claimed by recent scholarship.
Because the institutional degradation of borrowing states appears to be an inherent
consequence of program entry rather than only a function of incremental
conditionality counts, these findings challenge the efficacy of conditionality itself,
foreclosing mere streamlining or fine-tuning of mandates as a viable path of reform.

Keywords: IMF conditionality; state capacity; bureaucratic quality; structural
adjustment; fiscal austerity; developmental state



1.1 Introduction

The empirical literature evaluating the institutional consequences of International
Monetary Fund (IMF) conditionality on bureaucratic quality is divided. While a portion
of this disagreement stems from divergent evaluative methodologies, a deeper rift is
rooted in the prior conceptual and normative question regarding the very purpose of
public authority. This chapter proceeds in two parts. Part one investigates how conflicting
normative paradigms regarding state discretion dictate the design of IMF programs. This
deep theoretical rift—between neoclassical frameworks versus developmental state
theory—produces irreconcilable policy demands. The paper argues that the IMF’s
institutional alignment with neoclassical theory does not simply eliminate the borrowing
state’s economic discretion, but redistributes it to the IMF itself. The resulting
architecture enforces a stark double standard: borrowing states are bound to rigid,
automated rules, while discretionary authority is asymmetrically relocated upward to an
oligopolistic technocracy—an exclusive, highly concentrated cartel of supranational

decision-making bodies.

Part two econometrically evaluates the impacts of IMF conditionality on
bureaucratic quality over time. Methodologically, it argues that the preoccupation with
mitigating selection bias has displaced a deeper problem of historical comparability by
using formerly IMF-treated countries as clean counterfactuals. Departing from this
paradigm, this paper will model IMF program participation as an absorbed, persistent
state within a stacked difference-in-differences framework. In recognition of the
structural, cumulative, and lagging nature of conditionality effects, this design isolates a

cleaner treatment effect on bureaucratic quality. The empirical results demonstrate a



severe, compounding post-program decline in bureaucratic quality. On a policy level,
these findings challenge the conventional austerity debate by showing that institutional
degradation is a function of structural program entry itself rather than only of incremental
conditionality counts. While assignment to stabilization-intensive regimes severely
exacerbates this decline, the baseline shock of IMF intervention remains deleterious
across program types. The econometric evidence itself underscores that the basic
philosophy behind IMF conditionality—market-led discipline rather than publicly

contestable economic policy—is incompatible with long-term capacity building.

A crucial caveat is required regarding the “bureaucratic quality” dependent
variable. While cross-national metrics of bureaucratic quality are indispensable for
establishing broad-based empirical comparability across a large panel of borrowing
states, they have their limitations. The emphasis on wages and employment—apart from
mirroring the IMF’s own lens—risks obscuring a more profound transformation: the way
IMF conditionality may qualitatively alter the very concept of what the state is
responsible for delivering. The decline in “quality” is not merely a technical degradation,
but an institutional reflection of a shift in the state’s class character—re-engineering its
apparatus further away from universal social delivery and developmental planning and
capacity-building at the expense of a society’s most vulnerable. Thus, while the
quantitative index may serve as a valuable proxy for broad-based institutional weakening,
it must be understood as an aggregate signature of a deeper, qualitative restructuring that

requires further political-economic work to adequately contextualize.



1.2 Part One: The State of State Theory

This section traces the foundational conflict between neoclassical and developmental
frameworks along a definitive axis: the legitimacy of state discretion. Within the
neoclassical framework, the ideal state is a minimalist enforcer of property rights and
defense, possessing negligible discretionary power. Conversely, the developmental
statist’s ideal state is a highly competent and well-resourced Weberian bureaucracy with
adequate separation of office and office-holder that deliberately guides market
mechanisms, manages domestic exposure to global trade, and directs capital into
strategic, high-growth sectors. As a result, while developmental models view qualitative
administrative discretion as the prerequisite for navigating structural crises, the IMF
internalizes the neoclassical hostility toward public intervention, organizing its regulatory

apparatus around the systematic elimination of domestic state discretion.

However, tracing this war on discretion uncovers a profound institutional double
standard. The IMF’s policies, especially its quantitative conditions, are framed as a
regime of neutral, automated rules designed to strip fallible local politicians of their
discretionary power. Yet in operational practice, these rigid macroeconomic targets may
function as a straightjacket— compressing public sector expenditure and weakening the
broad-based administrative and planning capacities of borrowing states—to achieve
short-term balance-sheet survival. This does not actually eliminate discretionary power
from the economic system; rather, it asymmetrically relocates it. By weakening the state’s
capacity to interpret and respond to its own local context, the Fund concentrates that very
same discretionary authority within its own technocratic structures and the dictates of

global markets. This institutional sleight of hand is punctuated by a stark intellectual



irony: while the Fund’s operational arm weakens and reconfigures domestic public
administrations away from social provisioning, its own internal research department has
published empirical findings confirming that autonomous, well-compensated

bureaucracies are shields against debt distress and corruption.

1.2.1 Getting Prices Right

The neoclassical view of the state is not anti-statist per se but a rather particular
conception of it.! Rooted in the rent-seeking state theory of Anne O. Krueger (1974), the
type of development economics synonymous with Ian Little, Tibor Scitovsky, and
Maurice Scott (1970), and the operationalization of this view by International Monetary
Fund, the neoclassical view sees the discretionary character of state-directed economic
interventions as a generator of artificial scarcity and economic distortion. Krueger (1974)
formalized this by arguing that when an administrative state moves beyond minimal
property rights protection to enact any discretionary activity, it creates valuable economic
rents. The core systemic harm is not simply a static deadweight loss by one action but the
kind of dynamic political economy it unleashes: private actors divert resources away
from productive optimization and into competitive rent-seeking or directly unproductive

profit-seeking (DUP) activities to capture those state-created rents. Krueger notes:

“In such a case 1) competitive rent seeking leads to the operation of the economy
inside its transformation curve; 2) the welfare loss associated with quantitative
restrictions is unequivocally greater than the loss from the tariff equivalent... and
3) competitive rent seeking results in a divergence between the private and social
costs of certain activities.” (Krueger, 1974: 291).

The post-war developmental state is, in the neoclassical view, an engine of growth if and
only if it will bequeath its allocative role to market signals. If a bureaucrat has the

discretionary authority to issue an import license, allocate a credit line, or regulate an



industrial capacity limit—as exemplified by the Indian License Raj scrutinized in
Bhagwati and Srinivasan (1975)—then entrepreneurial energy will inevitably be diverted
toward lobbying, bribery, and rent-extraction. Thus to the neoclassical mind, it is not
necessarily the state as-such but the discretionary state in particular that can become a
predatory, rent-seeking machine—where any expansion of bureaucratic authority beyond
property rights and defense protection generates a propensity for systemic corruption. By
treating global price signals as self-evident economic truths, this framework implicitly
removes human judgment and local expertise from governance and begins to reframe

economic policy as a task of automated global compliance.

This automated reframing was operationalized across a decades-long trajectory
that treated the material foundations of the state as a fiscal aggregate to be downsized. In
the early years of the structural adjustment paradigm, Heller and Tait (1984) established
the foundational logic that the state apparatus was primarily a cost to be benchmarked
and cut. As Robert Wade documents, these comparative benchmarks were weaponized to
apply immense structural pressure on borrowing nations with higher-than-average public
employment, noting that even “Taiwan’s figure for employment in 'public administration'
is, however, relatively low by the standards of Heller and Tait’s sample” (Wade, 1990:
11). This benchmarking was tethered to a rigid stabilization mandate. Mohsin S. Khan
and Malcolm Knight (1985) formalized the position that contractionary policies were the
non-negotiable precursors to growth, forcing a dogmatic policy path despite their own
underlying admission that “even the informal evidence that is available is ambivalent on
the relationship between financial stability and economic development (Khan and Knight

1985: 7)” (Cited in Wade, 1990: 4).



1.2.2 The IMF War on Local Discretion

The International Monetary Fund’s operational framework treats administrative discretion
not as a tool for development, but as an inherent governance risk. As Vito Tanzi (1998)
argued while directing the Fund’s Fiscal Affairs Department, systemic corruption is
“intimately linked with the reform of the state” (588), and can only be structurally
minimized if “governments are willing to substantially reduce some of their functions”
(589). From this perspective, the primary institutional cure is to “scale down regulations”

and render remaining state functions “as nondiscretionary as possible” (566).

Yet the Fund’s institutional ideal is not a completely hollowed-out state, but rather
a re-engineered apparatus that substitutes domestic political choice with mechanical, rule-
bound enforcement. Fund economists Thomas Wolf and Emine Giirgen (2000) capture
this by arguing that macroeconomic stability requires replacing “excessive government
intervention” with a “greater reliance on economic incentives” (540)—repositioning the
state as a rigid transmission belt for price signals rather than a strategic planning body. To
achieve this, the administrative apparatus must be insulated from local political pressures.
For Vitor Gaspar and Sean Hagan (2016) at the IMF, an institution’s “expertise” is
contingent upon its structural independence from “public interference” (27). They
consequently advocate for the “streamlining of regulatory approval... where the exercise
of discretion is not essential” through automated risk-management systems that privilege
cross-national data over localized human judgment (22). By framing public inputs as
“interference” and administrative judgment as an inherent friction, the Fund’s ideal of
data-driven automation risks walling off core economic decisions from domestic

democratic contestation.



Thus, IMF conditionality is systematically structured to displace domestic
administrative discretion with global market logic. Part of this process is getting prices
right—which may include restructuring domestic relative prices to compress local
demand, converting qualitative quotas into rule-bound tariffs, and privatizing state
enterprises. Across the myriad specifications that may be mandated as part of a program,
the Fund’s model replaces the strategic judgment of the bureaucrat with the automated
signals of the market. Granted, there have indeed been cases of bloated postwar states
with ineffective licensing regimes. However, the IMF resolution in turn has meant that
the civil service becomes effectively transformed from a site of qualitative strategic
governance into a passive executor of exogenous economic incentives, dispensing with
decades of cultivated institutional know-how. In sum, within the Fund’s operational logic,
contracting the state’s regulatory footprint is not a trade-off against capacity; it is the very

definition of capacity itself.

This equation—where state capacity is defined inversely by the contraction of its
regulatory scope—underwent a sophisticated rhetorical consolidation during the “Good
Governance” era of the late 1990s and early 2000s. The Fund’s voice shifted to defining
capacity as the state’s willingness to reduce its own role to minimize corruption. As Vito
Tanzi argued, “corruption cannot be substantially reduced without modifying the way
governments operate... [requiring] reducing excessive and complex regulations and
reforming the civil service” (Tanzi 1998, as recapitulated in Abed and Gupta, 2002: 9). In
this paradigm, economic liberalization was structurally equated with governance reform

itself. By shrinking the state’s functional frontier, the Fund maintained that:



“the IMF’s emphasis on deregulation, liberalization, privatization, and its
technical assistance aimed at strengthening the budgetary process... help improve
economic governance and reduce opportunities for rent-seeking behavior” (Abed
and Gupta 2002: 4).

This policy posture is structurally consistent. The insistence on “getting prices right” is
grounded in a neoclassical lineage that views the market as a self-regulating allocator of
resources. Within this paradigm, qualitative state interventions—such as targeted
subsidies, strategic price controls, or industrial planning—are classified as market
distortions that generate artificial scarcity and invite corrupting rent-seeking behaviors
(Wade, 1990: 6, 15). The ideal state footprint is consequently minimal, focused on the
defense of property rights and deferring allocative decisions to global price signals. If
local administrative judgment is treated as an inherent governance risk, then the
systematic contraction of a borrowing state’s decision-making apparatus naturally would
not count as institutional damage. Rather, it is framed as a necessary stabilization

measure.

By the mid-2000s, this war on discretion consolidated its view that the material
foundations of the bureaucracy—pay and employment—were primary threats to fiscal
stability. Internal reports increasingly locked borrowing states into a wage bill trap,
arguing that “the size of the wage bill can threaten macroeconomic stability, and as such
continues to be a key issue in many countries” (IMF 2002: Civil Service Reform: 4).
When this systematic fiscal starvation inevitably hollowed out administrative
competence, the Fund’s major 2018 review reframed the resulting institutional damage as
an exogenous, technical hurdle to be bypassed rather than a structural consequence of its
own design. In cases where programs faltered, the Fund pathologized local institutions,

observing that “in cases where ITs [Indicative Targets] were not met, technical or
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administrative challenges combined with weak absorptive capacity were often cited”

(IMF 2018: Review of Conditionality, Supplementary Information: 8).

This technical instrumentalism represents the contemporary IMF House View,
where state capacity is treated as a mere variable in a model, and “success” is measured
by the state's ability to monitor and efficiently manage rule-bound fiscal baselines. As
Hanedar and Munkacsi (2025) demonstrate, contemporary expenditure conditionality
views the state as a passive execution mechanism for reform plans, where “conditions are
key to identify outcomes or actions seen as critical for program success or monitoring,
and so are essential for financial support countries can receive from the Fund” (Hanedar
and Munkacsi 2025, Abstract: 2). Capacity is thus stripped of its historical,
developmental meaning and redefined strictly as “spending efficiency”—a mandate
centered on downsizing and eliminating wage premiums. In this view, “spending
efficiency requires that public service delivery objectives are achieved in a cost-effective
manner... which in turn depends on managing government compensation and
employment” (ibid: 28). Through short-term Technical Assistance missions designed to
police these wage bills, the Fund treats the symptoms of state decay while preserving the
core neoclassical axiom that the domestic planning apparatus is an efficiency drain to be

disciplined.

Yet, the demand for domestic non-discretionary and rule-bound compliance
contrasts sharply with the vast institutional discretion the Fund reserves for its own
operations. While the IMF requires borrowing states to eliminate administrative leeway
in favor of strict, transparent accounting baselines, its own internal architecture relies on

an asymmetric allocation of discretionary authority. Officially, the Fund bills these
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internal deviations under the neutral vocabulary of technocratic judgment or operational
flexibility. As Dreher, Marchesi, and Vreeland (2008) demonstrate, the Fund routinely
exercises significant structural leeway to accommodate geopolitical priorities and manage
its own balance-sheet risks (145). For instance, while macroeconomic growth projections
originate within formalized econometric models (and whether these models themselves
are sound is another question altogether, taken up in Chapter 3), critical work has shown
that Fund staff frequently apply highly subjective, discretionary adjustments to forecasts
to shield strategic allies from the consequences of program non-compliance or to justify
defensive lending cycles. By routinely overriding its own quantitative baselines to
achieve specific organizational and geopolitical outcomes, the Fund reveals a profound
institutional double standard: insulation from political pressure and adherence to rigid
rules are treated as mandatory discipline for the borrower, while geopolitical bending and
subjective policy discretion are neutral and thus allowable exclusively at the international

level.

This structural divergence within the international financial architecture is driven
not merely by conflicting economic theories, but by the institutional incentive structures
underlying those theories. This internal friction is clearly illustrated by the operational
practice of “defensive forecasting,” wherein objective macroeconomic projections are
systematically altered to manage institutional risk and protect the Fund’s balance sheet
(Dreher, Marchesi, and Vreeland, 2008: 145, 146). Because the IMF operates under strict
non-default constraints for its own portfolio, Fund staff face a powerful incentive to
extend consecutive credits to distressed states to ensure continuous debt service on prior

obligations. To justify these defensive lending cycles, program country projections are
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frequently altered to reflect the precise, successful outcomes mandated by the Fund’s
policy design, creating a positive statistical bias that defers the recognition of underlying
structural insolvencies (ibid: 145). From an institutional design perspective, this is a
profound principal-agent problem: the IMF’s operational mandate to enforce rigid, rule-
bound fiscal compression on borrowing states exists alongside its own internal incentives
to maneuver around data and exercise administrative leniency to obscure program non-

performance for its own institutional self-preservation.

This operational contradiction is further compounded by a governance structure
that allows external shareholder priorities to distort the uniform enforcement of
macroeconomic discipline. While the Fund’s legal charter mandates that its lending be
restricted to members facing verifiable balance-of-payments crises, it has historically
exercised broad institutional discretion to approve arrangements for cases that ostensibly
ought not to qualify—such as Uruguay in 1990—to stabilize critical regional nodes and
expand its surveillance footprint (Vreeland, 2003: 16, 22-23). Empirical analysis
confirms that such operational discretion is heavily correlated with the strategic interests
of the Fund’s major G-7 shareholders, whose geopolitical allies consistently receive
significantly more optimistic growth forecasts and less stringent enforcement

mechanisms relative to the raw economic fundamentals (Dreher et al., 2008: 147, 160).

A most egregious contemporary expression of this dynamic is Argentina. As
documented by Maria Haro Sly and former Finance Minister Martin Guzman,
Argentina’s status as the Fund’s largest debtor—now accounting for 34 percent of its total
outstanding credit, totaling some $65 billion—is the result of what Sly terms a “toxic

affair” in which the IMF has co-governed the nation for nearly two-thirds of its modern
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economic history. This is anchored in the 2018 Stand-By Arrangement (SBA), a record-
breaking loan perceived as a politically motivated intervention by major shareholders to
support an incumbent administration. As Sly notes, the Fund itself has candidly admitted
in its own ex-post evaluation that this 2018 arrangement created “substantial financial
and reputational risks to the Fund.” (Sly, 2025; IMF, 2021: 2, 61, 65-66) The 2025
negotiations under the Milei administration further amplify this institutional decay: by
seeking an additional $20 billion loan while explicitly bypassing the 2021 “Guzman
Law” that requires Congressional oversight, the government is aiding and abetting the
Fund to breach its own Exceptional Access Criterion #4, which mandates that programs
possess “broad political support.” (Guzméan, 2025: 2) Perhaps the most striking irony of
this latest request is what Sly notes of Argentina’s leadership: Milei’s current Finance
Minister is Luis Caputo, a figure whom Milei himself once accused of having “smoked

$15 billion from the IMF” (Sly, 2025: Intro) during the failed 2018 program.

Ultimately, as Guzman warns, approving such an arrangement under these
irregular conditions transforms the IMF into an active participant in domestic political
campaigning, effectively undermining the signaling integrity of its benchmarks and
compromising its ability to respond to genuine balance-of-payments crises elsewhere.
The continuation of this exceptional leniency underscores that program entry is often a
function of geopolitical positioning rather than technocratic qualification. As a result, the
IMF’s uneven enforcement architecture introduces an acute moral hazard into global
macroeconomic governance. By allowing geopolitical considerations to selectively and

discretionarily relax the automated rules of adjustment, the Fund introduces market-
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distorting interventions that undermine the signaling integrity of its own benchmarks and

weaken the long-term credibility of its stabilization programs.

The structural irony of this broader framework is that it redefines “good
governance” as the minimization of domestic administration, only to replace it with
highly discretionary international intervention. Ultimately, the IMF’s operational model
does not eliminate policy discretion from macroeconomic management; it merely
relocates it. When a domestic planning body or central ministry exercises qualitative,
context-specific judgment to direct economic resources, the Fund’s technocratic mandate
pathologizes this activity as a distortionary political interference (Wade, 1990). Yet, when
the IMF deploys complex structural benchmarks to manage the internal fiscal priorities of
a borrowing state, this extensive exercise of international discretion is framed as a
neutral, stabilizing act of institutional reform. (like, say, Gaspar and Hagan, 2016) The
material consequence of this design is a profound asymmetry: borrowing states are
required to liquidate their internal capacity for strategic economic judgment to comply
with an external programming ledger. In short, the Fund’s pursuit of institutional
insulation effectively strips the domestic state of its internal planning capacity,
establishing an international monopoly over economic reason while leaving the state

structurally incapable of charting its own long-term developmental trajectory.

It is precisely this long-term structural incapacity that this paper’s econometric
work unearths. When the IMF restricts state discretion via Quantitative Performance
Criteria (QPCs) to eliminate what it views as distortionary administrative leeway, it
operates under the fiction that capacity is a technical asset providing value for global

financial markets (Gaspar and Hagan, 2016). But by treating capacity as a rule-bound,
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non-discretionary execution mechanism, the Fund’s policy design systematically starves
the state of its material armor. The 17.4% drop in per capita government expenditure that
will be revealed by this paper’s stacked difference-in-differences model is the material
signature of this technocratic conception. It proves that the slow-burning, compounding
decline in bureaucratic quality observed from years 3 through 5 post-entry is not an
accidental byproduct of poor program design, but the logical, structural consequence of a
policy philosophy that treats the contraction of local state discretion as the prerequisite

for macroeconomic stability itself.

1.2.3 The Necessity of a Developmental State

In direct contrast to this framework, the developmentalist statist tradition demonstrates
that meaningful structural transformation requires a highly competent, insulated, and
well-resourced administrative core capable of exercising strategic discretion. Robert
Wade’s (1990) Governed Market theory illustrates that the developmental trajectories of
East Asian states resulted not from the retreat of the public sector or the passive
application of exogenous market incentives, but from an elite economic bureaucracy
deliberately guiding investment, managing trade, and directing credit into strategic
sectors. Rather than merely adjusting domestic price signals to mirror global equilibrium
levels, these regimes relied on a high degree of bureaucratic insulation to protect long-
term national industrial strategies from short-term interest group pressures. Crucially, this
model of strategic intervention was not an exercise in arbitrary political voluntarism; it
depended on the state possessing a sophisticated, internal diagnostic capacity to analyze

macroeconomic data and anticipate shifting global market dynamics. As Wade observes:
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“The state guides the market with instruments formulated by an elite economic
bureaucracy, led by a pilot agency or ‘economic general staff” ... The state was the
contrapuntal partner to the market system, helping to insure that resources went
into industries important for future growth" (Wade, 1990: 26; 101).

By Wade’s account, meaningful transformation requires the state to do precisely what the
neoclassical school explicitly forbids: deliberately “distort” prices and direct the market
using a distinct and nuanced approach to quantification itself. Statist authors demonstrate
that successful developmental states do not reject data; rather, they rely on intense,
localized empirical collection—including up-to-date import statistics, input-output tables,
and granular trends in income demand elasticities—to dynamically identify promising

industrial sectors.

The epistemic divergence lies in how this information is utilized. Instead of using
data to trigger an automated, rule-bound policy reflex, the successful developmental state
deploys data as a diagnostic asset to inform a centralized economic bureaucracy. This
apparatus exercises contextual, discretionary judgment to foster industries critical for
long-term national competitiveness. By demonstrating that standard neoclassical
production function analysis frequently uses econometric residuals to smooth over what
are actually highly subjective modeling assumptions, Wade illustrates that the apparent
objectivity of the market-clearing paradigm functions as analytical camouflage for a

specific policy agenda (Wade, 1990: 8, 15).

To deploy macroeconomic data for long-term structural transformation rather than
short-term balance-sheet adjustment, the state requires what Peter Evans (1995) calls
“embedded autonomy.” This demands an internally coherent, meritocratic Weberian
bureaucracy that maintains structural autonomy from narrow interest groups while

remaining strategically connected to private entrepreneurial sectors for joint
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developmental projects. Utilizing empirical metrics on recruitment, examination systems,
and civil service career paths, Evans demonstrates that failing states are characterized not
by an excess of administrative intervention, but by a distinct “dearth of bureaucracy as
Weber defined it” (Evans, 1995: 12). A state cannot induce structural transformation in
complex economic sectors simply by adhering to abstract, general policy mandates
imposed from a distance. Rather, cultivating development requires the active
coordination and institutional memory of strategically located bureaucratic enclaves who

utilize empirical evidence to manage calculated risks on public investments.

This hollowing out of specialized administrative enclaves under the banner of
market discipline fundamentally misdiagnoses the material preconditions of modern
economic governance. As Max Weber originally formalized, the technical superiority,
precision, and absolute objectivity of a modern state apparatus do not emerge organically
in a fiscal vacuum; instead, they depend on a stable, institutionalized concentration of
resources, fixed monetary compensation, and protected security of tenure (Weber, 1978:
575, 641). Within the classic Weberian framework, the transition from arbitrary,
personalized rule to rational-legal authority requires that an official’s entrance into public
service be conceptualized as an “acceptance of a specific obligation of faithful

management in return for a secure existence.” (ibid: 575)

Crucially, this structural insulation relies on the official receiving a “regular
pecuniary salary compensation... and the old age security provided by a pension,”
calibrated not to immediate, short-term market optimization or piece-rate performance,
but to institutional status and professional rank (ibid: 593). This material security is the

indispensable armor of a robust civil service. By providing legal guarantees against

18



arbitrary dismissal, a regular career trajectory, and a secured money salary, the state
creates an environment where public functions can be discharged in a strictly objective
manner, free from the shifting cross-currents of private clientelism or localized interest-

group capture (ibid: 588, 614).

When IMF conditionality leverages Quantitative Performance Criteria to enforce
aggregate public sector expenditure compression and public wage bill caps, it directly
targets the exact material foundations Weber identifies as the preconditions for objective
public administration. Starved of regular, competitive compensation, the state lapses back
into a modern variant of “office-farming” or “prebends,” wherein the undercompensated
official is structurally incentivized to “handle these objects for his private ends” and
exploit the office for private rent-extraction simply to ensure survival (ibid: 601, 609).

This is practically the inverse of the Krueger (1974) account.

Furthermore, by reducing administrative expenses, enforcing civil service freezes,
and treating public sector experts as highly flexible, temporary, or expendable accounting
variables, IMF programs disrupt the “continuity, knowledge of the files, and reduction of
friction” that constitute the very definition of bureaucratic capacity (ibid: 642). When
planning bodies with institutional knowledge are weakened or even dismantled during
negotiations, the state’s internal diagnostic capacity is severed, resulting in an
institutional vacuum where “chaos results, and it is difficult to improvise replacements
from among the governed who are fit to master such chaos.” (ibid: 690) Viewed through
this lineage, the systematic degradation of bureaucratic quality captured by this paper’s
stacked difference-in-differences model is not an accidental byproduct of local

adjustment failure or a voluntary choice made by borrowing states. Rather, it represents a
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profound deterioration: by stripping the state of its material means of management,
operational conditionality further degrades the possibility of a robust, professionalized
Weberian machine into a vulnerable, fragmented state prone to systemic corruption, elite

capture, and/or institutional attrition.

Ultimately, the statist framework would suggest that the IMF’s insistence on
eradicating domestic discretion does not simply misdiagnose the mechanics of
development; it reverses the causal sequence. While the Fund’s policy arm sees the state’s
discretionary ambit as the primary driver of systemic corruption, the Weberian tradition
illustrates that the erosion of a resourced, meritocratic state is precisely what breeds
predatory behavior in the first place. An administrative apparatus that lacks standardized
recruitment, competitive compensation, and stable career trajectories—what has been
abbreviated as Weberianness—is structurally prone to degrading into a fragmented, rent-
seeking architecture. By stripping the state of its internal capacity to allocate credit,
coordinate investment, and manage exposure to volatile global markets, IMF
conditionality does not eliminate subjective judgment from the economy. Instead, it
systematically degrades the very institutional infrastructure required to govern those
complex economic transitions—displacing local administrative memory only to facilitate
an asymmetric centralization of discretionary authority within international technocratic

bodies.

Crucially, however, this institutional hollowing is never a neutral technical
degradation. Achieving an insulated Weberian ideal at all requires recognizing that the
contraction of administrative capacity is intrinsically tied to a fundamental shift in

domestic power dynamics. By dismantling the state’s regulatory and redistributive
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apparatus, IMF conditionality systematically exacerbates the power balance of a local
political economy—drastically increasing the bargaining power and leverage of large
private capital relative to workers, public sector labor, and all other social stakeholders.
The degradation of the state becomes, in this sense, the universal baseline for the

unmitigated assertion of market power.

At this juncture, it is worth making a critical clarification. State capacity is taken
here to mean the broad macro-envelope of aggregate resource potential, specifically the
fiscal, extractive, and coercive reach necessary for a government to achieve its stated
objectives. On the other hand, bureaucratic quality is defined as the micro-mechanism of
neo-Weberian professionalization, meritocratic recruitment, and the rational-legal
insulation that provides the material armor required to protect administrative expertise
from political volatility. This distinction is vital because within policy design, the Fund
routinely exploits the neutral, technical language of “absorptive capacity” and “spending
efficiency” to justify the very fiscal compression—such as wage bill caps and hiring
freezes—that materially degrades the underlying quality and independence of the civil
service. By reframing an internal institutional wound as an exogenous implementing
bottleneck, the Fund’s House View cannot see the hollowing out of the state’s
administrative brain as a structural consequence of its own adjustment mandates. It is

merely a technical constraint to be bypassed by its technocratic “fixes.”

This is why a metric like the International Country Risk Guide (ICRG)
Bureaucratic Quality Index—our primary dependent variable—becomes necessary.
(More on this in Part Two.) These interventions register as a measurable erosion of the

meritocratic infrastructure and administrative autonomy required to sustain economic
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governance. However, because the neoclassical framework treats local administrative
judgment as an inherent governance risk or a source of market distortion altogether, this
institutional degradation naturally becomes unreadable as a policy failure within the
Fund’s accounting ledger. Under the neoclassical allocative paradigm, the market is
assumed to be able to take up the regulatory functions of the state, substituting

administrative expertise with automated price signals.

1.2.4 Who’s to Judge?

The normative rift surrounding the role of the state culminates in an interesting paradox
when comparing how the Fund conceptualizes administrative capacity in its peer-
reviewed research versus how it treats it during program negotiations. In their academic
publications, Fund economists do employ the International Country Risk Guide (ICRG)
Bureaucratic Quality Index—this chapter’s primary dependent variable—accepting its
baseline definition of bureaucratic quality as an administration’s micro-mechanisms of
“strength and expertise,” which provide the rational-legal armor necessary to govern
without drastic policy disruptions. These are excerpts agreed upon by both the Fund’s
economists like Abed and Gupta (2002: 65) as well as its critics like Reinsberg et al.
(2019: 1233). In a research context, Fund economists indeed find that an autonomous,
well-compensated administrative infrastructure shields states from debt distress,
improves domestic revenue mobilization, and reduces corruption (Van Rijckeghem &

Weder, 1997; Cordes et al., 2015).

Yet, the Fund’s operational architecture does not translate this academic insight
into live policy enforcement. Instead, there is a profound operational chasm: the IMF’s

research department treats a robust administrative apparatus as an asset, while its
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programs treat a state’s fiscal footprint as a liability. As Fine, Lapavitsas, and Pincus
(2001) observe of the IMF rhetoric of contemporary Post-Washington Consensus, while
this updated paradigm pays elaborate lip service to the idea that “institutions are pivotal
to the efficient functioning of markets™ (xvi), this nuance is discarded in practice because
any actual exercise of qualitative state capacity or deviation from market logic is still

pathologized as a distortionary intervention.

The IMF’s own Independent Evaluation Office (IEO, 2007) explicitly
documented this divergence, admitting that the Fund’s operational outlook during
program design remains “surprisingly short run” (12) and structurally blind to long-term
capacity building. The IEO report exposes a profound institutional paradox: IMF
structural adjustment programs simultaneously assume a borrowing state’s capability to
implement highly complex macroeconomic transitions while stipulating fiscal targets that
actively hollow out the state through the “retrenchment of local experts made under the
banner of making the civil service more efficient” (Fine et al., 2001: 23). By mandating
zero discretion, operational success is defined tautologically as the bureaucracy’s self-

imposed liquidation.

This is operationalized through the structural design of IMF conditionality behind
the veneer of quantification. For example, the Fund frames its Quantitative Performance
Criteria (QPCs) and Structural Benchmarks (SBs) as distinct, policy-neutral instruments.
QPCs enforce binding, macro-accounting targets focused on aggregate fiscal and
monetary ends—such as deficit limits and credit expansion ceilings—while ostensibly
leaving the state with nominal flexibility over how to manage its internal allocations

within those boundaries (Stubbs et al., 2018). Meanwhile, SBs are deployed to streamline
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micro-level regulatory frameworks and introduce automated, data-driven systems under
the banner of apolitical “institution building” (Gaspar & Hagan, 2016). Neoclassical
defenders of this architecture utilize this division to argue that because the Fund does not
explicitly dictate specific public sector layoffs or departmental closures, any subsequent
degradation of administrative capacity is a voluntary choice made by the sovereign

borrower, rather than an structural effect of the program (Abed & Gupta, 2002).

In practice, however, this conceptual insulation collapses, revealing that the
apparent neutrality of the quantitative target is the precise vehicle through which the
hollowing out of state capacity is smuggled in in the first place. When a borrowing state
is constrained by a binding, non-negotiable QPC fiscal deficit ceiling during an acute
balance-of-payments crisis, immediate balance-sheet pressure overrides long-term
institutional capacity building. As a result, governments are forced to utilize the levers
mandated by Structural Benchmarks—such as public sector wage bill caps, civil service
recruitment freezes, and the rapid liquidation of state enterprises—as the immediate

execution mechanisms for short-term fiscal survival.

Once again, this adjustment mechanism is political rather than purely technical.
While the IMF maintains that governments possess the sovereign flexibility to meet
aggregate targets, the framework excludes recommendations for progressive taxation.
Instead, structural benchmarks steer revenue generation toward a regressive architecture
of expanded Value-Added Taxes (VAT) and public user charges combined with
aggressive expenditure compression. Consequently, the state meets its aggregate balance-
sheet targets by weakening its broad-based public administration and shifting the material

burden of adjustment entirely onto workers and consumers while shielding large capital.
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And in fact, the econometric results will show that quantitative conditions are at least one

clear mechanism by which this uneven institutional degradation is exacerbated.

By relying on globally standardized quantitative aggregates, IMF programs can
police a domestic economy from afar using what Porter (1995) calls mechanical
objectivity—a mode of governance that explicitly seeks to eliminate human judgment
and subjectivity from the resource allocation process. The automated QPC targets bypass
the need for contextual or historically specific administrative insights, replacing the
strategic choices of domestic ministries with an exogenous accounting standard. The
structural attrition of expert personnel and institutional memory remains entirely invisible
on the compliance ledger. The short-term clarity of the balanced ledger effectively
obscures the long-term degradation of the state’s administrative brain, rendering the
erosion of bureaucratic quality unreadable to the very institutional architecture that

engineered it.

As the Fund’s internal reviews concede, the operational wing treats the institutional
infrastructure of the state as an expendable accounting variable. It enforces rigid
aggregate spending limits that directly compress and starve the very capacity that its
academic arm deems vital for long-term economic governance. The real empirical
consequence of these programs—measured systematically by this paper’s econometric
model—is a severe erosion of real bureaucratic quality, as the public administrative
structures required to track, monitor, and govern the economy are systematically

dismantled.
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1.3  Part Two: Econometric Troubles

Because the structural hollowing out of state capacity takes time to manifest (as the
results will demonstrate), scholars have relied on complex econometric estimators to
isolate the true treatment effect of IMF programs. However, by focusing almost
exclusively on mitigating the econometric problem of selection bias, this methodological
tradition has risked overlooking a more fundamental violation: the systematic distortion

of historical comparability across units over time.

1.3.1 Selection Bias and Heckman Solutions

The necessity of controlling for non-random selection in evaluating IMF arrangements
was formalized by Vreeland (2003), who demonstrates that standard ordinary least
squares (OLS) estimations may suffer from a dual selection bias. The first layer operates
on observable macroeconomic fundamentals: states do not enter IMF programs randomly,
but rather do so when facing acute balance-of-payments distress or fiscal insolvency.
Failing to account for this baseline selection creates a negative bias, falsely attributing the

symptoms of economic duress to the stabilization program itself.

The deeper methodological challenge in Vreeland’s mind, however, rests on
selection driven by unobservable political characteristics—specifically, a regime's
underlying “political will” to enforce market-oriented adjustments. Vreeland (2003)
argues that reform-minded executives often enter IMF agreements intentionally, utilizing
the Fund as a political alibi to enact unpopular policies. By binding their hands to
exogenous conditionality, these executives can effectively bypass domestic veto
players—such as parliaments, coalition partners, or labor unions—and force through

unpopular structural reforms. Because these highly motivated governments possess a
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systematically higher propensity to implement reforms regardless of external pressure,
they introduce an endogeneity problem. If this unobservable political will is positively
correlated with macroeconomic recovery, a standard OLS model yields biased estimates
by confounding the causal impact of the Fund program with the latent capacity of the

domestic regime.

Thus, treating the problem as an omitted variable bias (OVB) issue, Vreeland
deploys a bivariate, dynamic Heckman selection model to purge selection bias / to
account for the unobservables. He estimates a first-stage probit model of the probability
of IMF entry, derives a mathematical "Hazard Rate" (the Inverse Mills Ratio, or IMR),
and inserts this correction term into the second-stage growth equation. Once this
unobserved selection hazard is included, the coefficient on IMF participation famously
flips from a neutral zero to a massive, statistically significant negative effect, showing

that IMF programs cut annual GDP growth by 1.53 percentage points.

Prior to this finding, Przeworski and Vreeland (2000) had first remarked that

“When growth equations are estimated without selection instruments, the
constants are almost the same for the observations “not under” ... and “under”...
Yet, when countries are observed under agreements, the coefficients on the
selection instruments [...] are large and significant. Hence, omitting these
instruments strongly biases the constant. When corrected for selection, the
difference between the constants becomes large. Hence, there are grounds to
suspect that some unobserved factors influence both program participation and
growth.” (Przeworski and Vreeland, 2000: 398)

Later, Vreeland (2003) doubles down on this earlier logic, now suggesting that the very
fact that the model finally produces a significant negative result is proof that the selection

bias has been successfully “removed,” and thus must be a closer reflection of reality.
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“Recall that previous studies which account for selection on observed variables
find that IMF programs have no negative effect on growth... The net effect of IMF
programs—when both types of bias [observed and unobserved] are removed—is
negative. ... [p. 123] The above results speak for themselves. There is no evidence
that IMF programs help growth or even have benign effects. IMF programs hurt
economic growth.” [p. 129]

Vreeland thus concludes that because the Heckman model yields a “result”—a
statistically significant negative coefficient—where simple OLS yields a “no result,” the
Heckman model is inherently the truer representation of reality. Is this a valid inference
to make? Or is the choice of method justified ex-post by the fact that it finally produced
the desired significant outcome? Bas and Stone (2014) flipped Vreeland’s result by
changing one modeling assumption: rather than estimating the government’s selection
decision as a function of its own expectations, they modeled it as a function of the IMF’s
expected decision—and this single specification change reversed the sign of the
estimated program effect from significantly negative back to significantly positive,
demonstrating that the ‘true’ result the Heckman model reveals may be an artifact of
whose decision function the researcher chooses to model, not a stable reflection of

economic reality.

Beyond Vreeland’s adoption of it, the Heckman model alone as a solution to the
selection problem has faced other criticisms. The identifying assumption is that the
Inverse Mills Ratio (IMR) carries information about selection that is not already
contained in the second-stage regressors. But if the variables that predict IMF entry
substantially overlap with the variables that predict the outcome, the IMR becomes nearly
collinear with the regressors it is meant to supplement. Stubbs et al. (2018) argue that this

is precisely the situation in IMF research: the economic conditions that drive program
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participation—low reserves, high debt, negative growth—are also direct determinants of
institutional outcomes, leaving the IMR without independent identifying variation and the

correction without traction.

A further inherent limitation is that standard Heckman selection models cannot
incorporate country fixed effects in the first-stage probit due to the incidental parameter
problem: estimating country-specific intercepts for every unit in the sample overloads the
likelihood function with as many nuisance parameters as there are countries, causing the
resulting estimates to become inconsistent as the number of countries grows. (Stubbs,
2018; Greene, 2004) And without fixed effects, the Heckman model may fail to account
for the permanent historical characteristics that distinguish one state from another,

reintroducing the very heterogeneity it is meant to purge.

Underlying all of these objections to the Heckman is a more fundamental
consensus in the econometric literature: the Heckman two-step estimator does not
produce credible causal estimates without a valid exclusion restriction. Without an
instrument—a variable that predicts selection into IMF programs but does not directly
affect bureaucratic quality—identification of the correction term relies entirely on the
nonlinearity of the probit functional form and the assumed bivariate normality of the
error terms. As Puhani (2000), in the definitive survey of Monte Carlo evidence on the
Heckman correction, concludes, the model is highly sensitive to the choice of exclusion
restrictions and collapses toward OLS in their absence, offering no meaningful
improvement over the estimator it was meant to correct. The irony of this limitation is
that once a researcher has found a credible exclusion restriction, they are already in

possession of an instrument—at which point a standard IV approach is both simpler and
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more transparent than the Heckman two-step. The Heckman model thus occupies an
uncomfortable methodological middle ground: it requires the same instrument-finding
effort as IV but adds the additional and unverifiable distributional assumption of bivariate
normality, while offering no clear inferential advantage over either OLS or IV in realistic

applied settings.

Said bivariate normality assumption deserves extra scrutiny in the IMF
participation context. The Heckman two-step estimator requires that the joint error
distribution of the selection equation and the outcome equation is bivariate normal. In the
IMF setting, there is no theoretical basis for expecting normal errors. Selection into
programs is driven by acute balance-of-payments crises — threshold events with fat-
tailed, politically contingent, and often discontinuous dynamics that bear little
resemblance to a normally distributed process. Institutional outcomes in the post-program
period are similarly subject to political shocks, leadership transitions, and economic
volatility that generate heavy tails and skewness in the residual distribution. When the
normality assumption is violated, the Inverse Mills Ratio becomes a misspecified
correction term, and the resulting estimates may be more biased than the uncorrected
OLS they were meant to improve upon (Arabmazar and Schmidt, 1982). Even if there is
a diagnostic test the researcher can run to verify normality in this framework, normality

cannot simply be assumed, and there is no good reason to assume it here.

Before turning to instrumental variables, it is worth pausing on a significant fact
that has received less attention in the selection debate: a very large share of IMF program
participation is predictable from observable country characteristics alone. For all of

Vreeland’s focus on unobservables, his own work demonstrates that for the period most
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intensely studied (1970-1990), 86% of the decision to enter or remain in an IMF program
can be predicted using observable macroeconomic fundamentals—reserves, debt service,
current account balance, prior program history—as well as observable political data,
leaving approximately only 14% to unobserved factors. (Vreeland, 2003, Table 4.3: 90)
This is a high predictive rate for a binary political outcome, and it has a direct implication
for the selection bias concern. If 86% percent of the variation in program participation is
captured by observables that are already included as controls, then the unobservables that
Vreeland is trying to purge with a Heckman model must explain at most 14 percent of

participation decisions.

For such unobservables to wipe out a treatment effect of say —0.040 on the 0-1
BQ scale, it would need to be not merely present but extraordinarily powerful relative to
everything the model already controls for—powerful enough not only to explain the
residual variation in participation, but simultaneously correlated with bureaucratic quality
trajectories in a direction that exactly offsets the estimated decline. The plausibility of
such an unobservable, even if not entirely eliminable, diminishes rapidly as the share of
participation explained by observables rises. A more scientifically disciplined approach to
this problem is not to construct a notoriously sensitive parametric correction for
unobservables whose power and direction cannot be estimated, but to design the
identification strategy such that unobservables are less likely to confound the comparison
in the first place. This is precisely what the parallel trends assumption — validated by the
pre-entry coefficients at t—3 and t—2 — achieves: it provides direct empirical evidence

that treated and control countries were on comparable institutional trajectories before
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program entry, which is a far stronger and more transparent warrant for causal inference

than any exclusion restriction whose validity must simply be assumed.

1.3.2 The Problem with Instrumental Variables

The issues with the Heckaman model extend to complex estimators in general. In
response to Heckman’s limitations, Barro and Lee (2005) and Stubbs et al. (2018) pivoted
toward Instrumental Variables (IV) to find experimental accidents. Two types of

instruments have emerged in response.

First, a common instrument is UNGA voting similarity with the U.S. (Steinwand
and Stone, 2008). Critics find this to be a poor instrument. Carter and Stone (2015) and
Nelson and Wallace (2017) argue that democratic states already tend to vote with the U.S.
This means that the instrument may affect outcomes like democracy independently of the
IMF, (Lang, 2021) because they are caught in the same web of “competitive mimicry”
(Stubbs, 2018: 38) and geopolitical trends as the outcomes they are trying to measure.
Another issue is the Local Average Treatment Effect (LATE), meaning, this approach
only measures the effect for geopolitical allies, which naturally cannot be taken to be
representative of the average IMF program.? Moreover, IV coefficients can often be
inflated. Roodman’s (2009) warning applies here—that complex estimators have the
“capacity by default to generate results that are invalid and appear valid.” (ibid: 156)
Finally, when you have an instrument that is only weakly correlated with the treatment, it
can in fact amplify bias. Young (2018) suggests that when instruments are weak in this

way, OLS may in fact be more robust.
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In response to the general instrument’s problems, compound instrumentation has
come into vogue.? The instrument used by Lang (2016) and Stubbs et al. (2018) is an
interaction variable between a country’s long-run average of conditions within the IMF’s
time-period-specific budget constraint. It asks: “What happens to a state’s quality when it
gets hit by an IMF program solely because the Fund was running low on cash that year?”
When the IMF assists more countries globally, its budget is naturally constrained. (Dreher
and Vaubel, 2004) Its resource scarcity may prompt the IMF to assign more conditions to
any given country as a safeguard for repayment and against defaulting. Thus, the logic is
that the compound IV allows one to measure accidental treatment variation, because it
captures the moments when a country received a program (or more conditions) not
because it was sicker or had more political will that year, but because the IMF happened

to be under a global budget crunch.

This compound instrument is, in principle, an elegant solution: it locates variation
in IMF treatment intensity that is driven by the Fund’s internal constraints rather than by
the country’s own characteristics. The problem is that that variation is not genuinely
orthogonal to the outcomes being measured. The perennial instrumental variables (IV)
challenge is to find an excludable instrument—one that affects the outcome only through
the IMF and not through other channels. In our case, the exclusion restriction requires
that the instrument affects bureaucratic quality, fiscal capacity, and institutional outcomes
only through its effect on IMF program participation and conditionality intensity—
through no other channel. This paper argues, on both conceptual and empirical grounds,

that the exclusion restriction is violated in two ways.
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The first violation of the exclusion restriction is the global count of countries
under IMF programs. This component is not merely a measure of the Fund’s internal
resource constraints. It is simultaneously a proxy for world economic stress. When many
countries are under IMF programs simultaneously, the global economy is in distress.
Financial crises are spreading, commodity shocks are cascading, sovereign debt is under
pressure across the developing world. These conditions independently compress state
capacity in peripheral economies through channels that have little to do with exclusively
one country’s program participation: aid flows shrink, export revenues may collapse,
fiscal space is squeezed, and the administrative resources required for bureaucratic
functioning can erode. The instrument cannot separate the effect of being in a program
from the effect of navigating a global crisis that drove everyone into programs
simultaneously. Thus, if global distress degrades state capacity while simultaneously

driving program participation, this may bias the IV estimate.

The second violation is more fundamental and cannot be repaired by refining the
instrument’s components. A country’s historical average propensity for IMF programs is
treated by the instrument’s logic as an exogenous baseline characteristic: a stable trait of
the country that predates and is independent of its IMF experience. But if IMF
conditionality alters domestic institutions for the long run—if the state that emerges from
a program is not the state that entered it—then the historical average is not a baseline. It
is already a cumulative treatment effect. The years used to calculate a country’s long-run
propensity include years of prior program exposure whose institutional consequences
have not necessarily dissipated. The instrument’s components are therefore built from

material that has potentially already been transformed by the treatment it is trying to
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instrument. This is the absorbed treatment problem stated in IV terms: the instrument
may not be able to find a true counterfactual because the baseline it requires may have

already been institutionally overwritten.

A related conceptual problem afflicts the conditionality-intensity component of
the compound instrument. The instrument’s logic assumes that when the IMF faces a
tighter global budget constraint, it responds by attaching more conditions to programs as
a safeguard against default risk. But the Fund’s strategic behavior is not unidirectional.
Under budget pressure, the IMF may impose more conditions punitively to protect
repayment — but it may just as well impose fewer conditions strategically to attract more
business from countries that would otherwise avoid program entry, or to facilitate
program approval for geopolitical allies whose non-compliance it anticipates tolerating.
As 1V adopters Stubbs et al (2018: 7) themselves argue, “the number of conditions
increases when country demand for IMF loans grows, and decreases or stagnates when
country demand for IMF loans is weak (Chapman et al. 2017; Dreher and Vaubel 2004).”
Thus, the direction of the IMF’s behavioral response to budget constraints is itself
indeterminate and variable, and the instrument cannot distinguish between these
mechanisms. An instrument that is equally consistent with more conditions and fewer
conditions depending on strategic context cannot be taken to identify a clean source of
exogenous variation in conditionality intensity; if anything it identifies the Fund’s opaque
and possibly inconsistent internal decision-making process, which is precisely the

endogenous behavior the instrument was supposed to bypass.

Stepping back from any specific instrument, a deeper problem is that the IMF

participation and conditionality process is structurally bidirectional in a way that makes
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the search for a clean exclusion restriction essentially quixotic. Countries select into
programs based on crisis severity, and the IMF selects countries based on geopolitical
priorities, portfolio risk, and budget availability. Conditionality intensity is then co-
determined by the borrower’s institutional weaknesses, the Fund’s assessment of reform
capacity, and the political economic process of program design itself. The outcome —
bureaucratic quality — feeds back into all of these processes over time, since stronger
states may negotiate from said strength and comply more selectively. Any instrument that
affected IMF participation or conditionality would have to operate through this dense
web of endogenous and often contingent relationships without touching the outcome
through any other pathway. The requirement that such a variable exists — affecting the
IMF’s behavior toward a specific country while remaining genuinely orthogonal to that
country’s institutional trajectory — is not just empirically demanding. In a world where
geopolitical ties, economic development, and institutional quality are all causally
intertwined, it is close to theoretically impossible. The hunt for instruments in this
literature is therefore better understood as a search for clever econometric proxies than as

a genuine solution to the underlying identification problem.

The broader literature on publication bias in causal inference provides
independent grounds for skepticism toward the proliferation of instrumental variables
strategies in this literature. Brodeur, Cook, and Heyes (2020), analyzing over 21,000
hypothesis tests across 25 leading economics journals, find that IV studies exhibit
significantly higher rates of p-hacking and publication bias than randomized controlled
trials or regression discontinuity designs — the bunching of test statistics just above

conventional significance thresholds is particularly pronounced for IV papers.* Young
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(2022) demonstrates that more than half of statistically significant I'V results in published
economics studies depend on one or two outlier observations or clusters, and that OLS is
frequently more robust than IV when instruments are weak. These findings do not imply
that all IV strategies are compromised, but they establish that the institutional incentive to
find a significant result—and the researcher degrees of freedom available in instrument
selection and specification—are particularly acute in the IV context. The compound
instrumentation strategies deployed in this literature are constructed from interacted
variables with multiple specification choices at each step; the prior probability that any
given instrument was discovered through a process of specification-searching rather than
theoretical derivation is non-trivial and should be factored into how much weight is

assigned to IV results that contradict more transparent identification strategies.

In sum, having a “result” alone does not guarantee that the model is accurate. And
the political economy of instrument-searching notwithstanding, the intellectual
preoccupation with selection issues and I'Vs is an honest attempt to find a clean
counterfactual. This is fair enough. Because on the one hand, we want to know whether
the IMF looks good only because high-will governments join it. On the other, whether the
IMF looks bad only because low-capacity governments are the ones that need it. Both
questions are trying to isolate the inherent effect of the IMF from the underlying quality
of the state. (This two-sides-of -the-coin issue has even been properly formalized as the
Multiple Endogenous Components problem.) Participation and conditionality are not
merely biased, but endogenously intertwined. (Stubbs et al., 2018)° The issue is that it has

left the problem of unclean comparisons relatively underexamined.
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1.3.3  From Selection to Comparability

How, then, to respond methodologically? The selection-focused apparatus—Heckman
models, matching, instrumental variables®—shares a common premise: that the
inferential problem is one of finding a clean untreated unit to compare against a treated
one, and that the solution is to model or instrument away the non-random assignment into
treatment. This premise is reasonable. But it stops short of a more fundamental problem.
Because IMF conditionality transforms domestic institutions on a structural and
cumulative basis, the countries available to serve as controls are not simply different from
treated countries in their observable or unobservable characteristics—many of them have
already been treated. The emphasis on selection has displaced the prior question of
whether a clean comparison is available at all. Do the countries in the control group even

deserve to be there? That is the premise from which the design strategy departs.

Whether we agree that there still lurk unobservables in our midst (like Stubbs et
al., 2018), or whether we agree that what is politically deemed unknowable is actually
already observable (like Nooruddin and Woo, 2015), this paper argues that the deeper
issue requiring more attention is unclean comparisons. Thus, treatment is modeled as an
absorbed, persistent state: once a country enters a program, it remains in the treatment
group for all subsequent sub-experiments. (It eventually does have to return to the control
group—after 5 years—because to extend the observation window would be to lose
computational power. This is an illustrative point in itself) This reflects the structural and
cumulative nature of IMF conditionality rather than assuming it away. The result is not a
perfect counterfactual—no such thing exists in this literature—but a more conservative

accounting of what can and cannot be assumed when comparing countries with
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fundamentally different institutional histories. The simplicity of this approach relative to
compound instrumentation is not a limitation. It is a feature: the stacked DiD is more

defensible precisely because it makes fewer untestable assumptions, not more.

To preempt reasonable objections: no method fully resolves this problem of
unclean comparisons, and the stacked difference-in-differences design adopted here is no
exception. What it does do, though, is address the problem directly by design, rather than
assuming it away through an exclusion restriction. By constructing event-specific
subexperiments around each program entry cohort and restricting the control group
strictly to never-treated and not-yet-treated countries—those at least five years from their
own program entry—the stacked design eliminates the more severe source of comparison
contamination without requiring external and harder-to-defend assumptions about what

drives participation.

Note that Vreeland (2003) already foreshadows this thesis. Rather than taking a
“spell” of participation as the duration of a single IMF agreement, Vreeland takes
consecutive agreements as part of the same “spell.” His spell-based growth figures show
that “After Spell’ countries—those that have left IMF programs—grow at 3.65% on
average, while “Never Under” countries grow at 5.97%. Vreeland interprets this gap
through his selection lens: “After Spell” countries grew slower to begin with because
they were weaker states, and the gap reflects that prior weakness rather than lasting

damage from the program.

But his interpretation requires Vreeland to assume that the “After Spell” slowdown is
entirely attributable to pre-existing state weakness rather than to the delayed effects of the

program itself. And that assumption is precisely what is at stake. If IMF conditionality
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alters institutional structure—hollows out the bureaucratic apparatus, forecloses fiscal
space, reshapes the policy landscape—then the “After Spell” growth deficit is not just a
selection artifact. It may be taken as preliminary evidence of absorbed treatment: the state
after the program is not the state before it, and it cannot easily, if at all, revert to the

“Never Under” trajectory.

Vreeland cannot distinguish between these two interpretations within his model,
because his model is built to find selection effects. It is not built to detect
(semi)permanent institutional transformation. The spell data is consistent with both
stories—but his methodological apparatus can only see one of them. This gives us a
precise move: Vreeland’s own data is consistent with this paper’s absorbed treatment
thesis, but his model cannot test it because it was designed to solve a different problem—
that of selection bias. Vreeland’s identified growth deficit of “After Spell” countries
relative to “Never Under” countries is, on my reading, the unclean comparisons problem
made visible in aggregate outcome data—before we even get to the institutional impacts

that the results will document directly.

The empirical record shows that countries exiting IMF programs hardly ever catch
up to those that never joined. Vreeland explains this away as a selection artifact, arguing
that these countries were already sick or unmotivated in ways the data cannot see.
However, the statistical engine of his growth deficit is, by his admission, found entirely in
the regression constants—the baseline terms that show a country’s growth potential
dropping sharply once it has been under a Fund program. While Vreeland reads this drop
as a sign of unobserved prior weakness (Przeworski and Vreeland, 2000: 398), it is

equally consistent with the absorbed treatment thesis. In this paper’s view, the downward
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shift in the constant may not be a measure of who the state was before the program, but a
record of the structural damage the program left behind, hollowing out the professional

apparatus and permanently altering the state’s capacity.

1.4 Data and Methods

1.4.1 Data and Sample

The analysis covers a panel of developing countries observed annually from 1980 to
2019. The sample is restricted to countries that entered at least one International
Monetary Fund (IMF) program during the study period or serve as clean controls for such
countries under the stacked identification design described below. The unit of observation

is the country-year.

The Primary Dependent Variable: ICRG Quality of Government as a Measure of

Bureaucratic Professionalization and Autonomy: What It Is and How It Is Constructed

Our primary dependent variable is the International Country Risk Guide (ICRG) Quality
of Government index, distributed through the Quality of Government (QoG) Standard
Dataset (January 2026 release) under the variable name icrg_qog. The ICRG is produced
monthly by the PRS Group, a private political risk consultancy that has maintained
continuous country coverage since 1984, now spanning 141 developed, emerging, and
frontier economies. The reasons for choosing it should become clear by the end of this

subsection.

The icrg_qog index is a composite of three sub-components drawn from the ICRG’s
political risk ratings: Corruption, Law and Order, and Bureaucratic Quality. The QoG

dataset computes icrg_qog as the mean of these three components and normalizes the
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result to a 0—1 scale, where higher values indicate stronger institutional governance. The

three sub-components are defined as follows by the ICRG:

Bureaucratic Quality assesses the institutional strength and quality of the
bureaucracy as a stabilizing force that minimizes policy disruptions when
governments change. High scores are assigned to countries where the bureaucracy
has the strength and expertise to govern without drastic changes in policy or
interruptions in government services. In these lower-risk environments, the
bureaucracy is taken to be relatively autonomous from political pressure and to
maintain an established mechanism for recruitment and training. Countries that
lack a strong bureaucratic apparatus receive low scores because governmental
transitions tend to be traumatic in terms of both policy formulation and day-to-day
administrative functioning.

Corruption captures corruption within the political system broadly construed—not
merely the incidence of direct financial demands such as bribes, but the subtler
and more institutionally corrosive forms: excessive patronage, nepotism, job
reservations, favor-trading, secret party funding, and the erosion of the boundary
between political and business interests. PRS assessors weight these systemic
forms of corruption heavily because they are treated as the more consequential
long-run risk to institutional coherence.

Law and Order is assessed in two sub-components: the strength and impartiality
of the legal system, and the degree of popular observance of the law. A country
can score well on formal legal institutions while scoring poorly on effective

enforcement, or vice versa. (PRS, 2015)
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Validity and Wide Acceptance in the Literature

The validity of icrg_qog as a measure of bureaucratic institutional quality is well-
established across disciplinary and partisan lines. Several convergent bodies of evidence

support its use here.

First, the measure has high face validity with respect to the theoretical construct
of interest. In a factor analysis of state capacity using 15 indicators, Hendrix (2010: 278)
finds that the ICRG Bureaucratic Quality sub-component correlates highly with a
rational-legal dimension of state capacity and “most closely captures the important
components of bureaucratic capacity: professionalism, insulation from political pressure,
and efficacy in delivering government services.” Knutsen (2013: 4) similarly confirms
that the measure “captures central aspects of state capacity, and importantly does so
without narrowing the focus to capacity in one area, like tax collection.” These
assessments are directly relevant to our theoretical argument, which concerns the
Weberian administrative infrastructure of the state rather than any single functional

output.

Second, the measure correlates strongly with independent, survey-based
assessments of bureaucratic quality. The Weberianness scale of Evans and Rauch
(1999)—widely regarded as the gold-standard measure of Weberian bureaucratic
organization, based on direct surveys of meritocratic recruitment, salary adequacy, and
career rewards in the civil service—has an overall correlation of 0.59 with ICRG
Bureaucratic Quality across 33 countries (Reinsberg et al., 2019, Web Appendix). Sub-
index correlations are even higher: salary (0.73), merit (0.58), and the bureaucratic

quality sub-index specifically (0.81). The measure also correlates strongly with the QoG
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Institute’s expert survey data on public administration (Dahlstrom et al., 2015), showing
correlations of 0.64 with professionalization and 0.78 with impartiality across 40
countries—dimensions that map precisely onto the Weberian criteria this chapter
theorizes conditionality will erode. Additionally, the measure correlates at 0.91 with the
World Bank’s Government Effectiveness indicator from the Worldwide Governance
Indicators (Kaufmann et al., 2008), which is itself a widely validated composite of

bureaucratic functioning.

Third, the measure is free of halo effects—that is, PRS assessors do not appear to
falsely attribute observed economic performance to bureaucratic quality. Reinsberg et al.
(2019) test this by regressing icrg_qog on contemporaneous, lagged, and forward GDP
growth, finding virtually no contemporaneous correlation (r = 0.03) and no significant
effect of forward growth on current bureaucratic quality scores. The absence of a forward
growth effect is the key diagnostic: if raters were inflating bureaucratic quality scores for
countries expected to grow, that would appear as a significant positive coefficient on one-
period-ahead growth, which it does not. Only lagged growth (reflecting the plausible
causal mechanism that past growth funds investments in state capacity) shows a weak
positive association. This pattern is consistent with the measure capturing actual

institutional quality rather than investor sentiment.

Fourth, the ICRG index is “reasonably consistent across countries and time, as it
is produced by a single organization, which presumably instructs its country specialists
uniformly as to how to rate countries” (Van Rijckeghem and Weder, 2001: 312). This
methodological consistency—a single rating agency applying uniform standards

continuously since 1984—is a material advantage over composite indices that aggregate
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heterogeneous sources or change coding teams over time. It also ensures that the index
displays genuine cross-national and longitudinal variation (Knutsen, 2013: 4) rather than

anchoring to a fixed ordering of countries.

Fifth, the cross-partisan acceptance of icrg_qog spans the divide in the IMF
effects literature. On the proponent side, IMF staff economists use the ICRG composite
as their preferred institutional quality indicator in peer-reviewed research. Abed and
Gupta (2002), writing in the Fund’s own flagship governance volume, operationalize
bureaucratic quality using the ICRG index and find that autonomous, well-compensated
bureaucracies shield states against debt distress and corruption. Van Rijckeghem and
Weder (1997), in an IMF Working Paper, use the ICRG Bureaucratic Quality sub-
component specifically to study the relationship between civil service wages and
corruption. On the critics’ side, Reinsberg, Kentikelenis, Stubbs, and King (2019)—the
currently leading econometric paper in the tradition—use icrg_qog as their dependent
variable and describe it as their measure of “bureaucratic quality” (1233). Stubbs et al.
(2018) do the same. The variable has also been used across disciplines to study
bureaucracy and growth (Evans and Rauch, 1999), state capacity and development
(Besley and Persson, 2011; Knack and Keefer, 1995), and the institutional consequences
of fiscal compression (Callaghy, 1989; Waterbury, 1992). The convergence of Fund
economists and their most rigorous critics on the same variable constitutes the strongest

available endorsement of its construct validity for this research question.

The ICRG index’s longitudinal depth—continuous annual coverage from 1984—
and its broad country coverage make it the only available measure capable of supporting

the stacked difference-in-differences design employed here, which requires consistent
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institutional quality measurement across a panel of developing countries spanning more

than three decades.

Why the Composite Is a Conservative Test of the Theoretical Argument

It is important to be transparent that icrg_qog is a composite index, not a standalone
measure of bureaucratic quality alone. This has one significant implication for
interpretation and in fact strengthens our case: the composite is a harder, more
conservative test of the argument advanced here than a standalone bureaucratic quality

sub-index would be.

The theoretical mechanism this chapter advances operates primarily through the
Bureaucratic Quality sub-component: IMF conditionality erodes the Weberian
administrative infrastructure of the state through civil service hiring freezes, public wage
bill compression, and the liquidation of specialized administrative enclaves. The other
two sub-components—Corruption and Law and Order—reflect deeper institutional
features of the political and legal system that are considerably stickier and slower-
moving. Legal systems and informal norms of law observance do not respond to a five-
year program window in the same way that civil service personnel attrition does.
Corruption, in particular, could theoretically move in either direction under IMF
intervention: structural adjustment might reduce state-mediated rent-seeking
opportunities in the short run, even as it degrades bureaucratic quality through personnel

attrition—a partial offsetting effect that would attenuate the composite decline.

Any negative effect on icrg_qog identified in this design is therefore found

despite the stabilizing drag of the Law and Order and Corruption sub-components. The
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result at t+5 of —0.105 on the normalized 0—1 scale should be read as a lower bound on
the damage to the bureaucratic quality sub-component specifically. A direct measure of
that sub-component alone—available only through a proprietary PRS license—would be
expected to show a larger effect. This makes the paper’s central finding more, not less,

conservative with respect to the theoretical prediction.

What the Index Measures in the Context of This Argument

The PRS definition of the Bureaucratic Quality sub-component maps with striking
precision onto the theoretical mechanisms identified in Part One of this chapter. The sub-
component awards high scores to administrations that exhibit “strength and expertise to
govern without drastic changes in policy or interruptions in government services,” that
maintain “autonomy from political pressure,” and that have “an established mechanism
for recruitment and training” (PRS Group, 2024). This is, in Weber’s terms, precisely the
institutional infrastructure that requires stable, competitive monetary compensation and
protected tenure to sustain—the same material foundations that IMF Quantitative
Performance Criteria on public wage bills and aggregate expenditure ceilings directly
compress. Countries that lack this infrastructure score low because “a change in
government tends to be traumatic in terms of policy formulation and day-to-day
administrative functions”—the exact symptom of institutional attrition that Weber warns
results when fiscal pressure forces officials to exploit the office for private rent-

extraction.

There is, in this sense, a near-perfect correspondence between what the theoretical
framework predicts conditionality will damage and what the ICRG index is designed to

detect. The composite index captures this signal even through the noise of the stickier
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Corruption and Law and Order sub-components—which is precisely why the result at t+5

that the results will show is both statistically significant and theoretically coherent.

Limitations

Two limitations deserve acknowledgment. First, as a risk-rating product designed for
foreign investors, the ICRG index is produced by private assessors whose judgments are
not publicly documented in granular detail, which limits replication of the underlying
scores themselves. This is a standard criticism of expert-coded indices, and applies
equally to all studies using icrg_qog—including Reinsberg et al. (2019)—and including
ours. Second, because the Corruption and Law and Order sub-components are included in
the composite, the index is not a pure measure of bureaucratic administrative capacity. As
discussed above, this makes it a conservative rather than a liberal test of the theoretical
prediction. Future work with access to the proprietary PRS sub-component data would
isolate the bureaucratic quality dimension directly and would be expected to find larger

effects.

1.4.2 Dependent Variables

To summarize, the primary outcome of interest is bureaucratic quality, drawn from the
International Country Risk Guide (ICRG) political risk ratings as distributed in the
Quality of Government (QoG) Standard Dataset (January 2026 release). On the
normalized 0—1 scale, a score of 1.00 represents a fully insulated, expert Weberian
administration and 0.00 denotes total institutional fragmentation; the treated countries in

this sample enter programs at a mean score of approximately 0.53.
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The secondary outcome is government expenditure—measured as log real government

expenditure per capita in constant United States dollars. This variable is derived as:

gov_expenditure per capita = log( (general government total expenditure as %
of GDP / 100) % constant USD GDP / population )

where general government total expenditure as a percentage of gross domestic product
(GDP) is drawn from the IMF World Economic Outlook (WEQ) database, constant USD
GDP is the World Bank Development Indicators (WDI) series NY.GDP.MKTP.KD, and

population is WDI series SP.POP.TOTL.

Government expenditure per capita in constant USD is taken here as a secondary,
fiscal indicator of state capacity—a measure of the absolute resources the state
commands to fund administrative operations. It is, however, an imperfect proxy for
bureaucratic quality proper. Total expenditure captures the scale of the public sector’s
fiscal footprint but not the quality, coherence, or meritocratic character of the
administrative apparatus it sustains. A state may maintain high expenditure while its
bureaucratic institutions are fragmented by patronage, or conversely sustain a lean but
highly professionalized civil service on modest fiscal resources. The primary measure of
bureaucratic quality—the ICRG composite index—directly targets the institutional
dimension; government expenditure tracks the fiscal precondition for it. The two
variables are theoretically complementary rather than substitutable, and the finding that
both decline following IMF program entry strengthens rather than merely replicates the

primary result.

While not a primary dependent variable, we take as a robustness check the public

sector corruption variable. This is measured using the V-Dem version 16 public sector
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corruption index (v2x_pubcorr), which captures the extent to which public sector
employees exchange favors or material benefits for bribes; higher values indicate more

corruption.

Note that cross-national fiscal data availability is uneven across the study period:
WEO general government expenditure coverage falls below 50% for years before 1993
and for the 1983—-1989 entry cohort, with missingness concentrated among countries
experiencing acute fiscal distress during the Latin American debt crisis. All fiscal
outcome analyses are therefore identified off the subset of country-years where data
quality was sufficient for reliable reporting to international institutions—a sample that
skews toward less distressed cases. Significant findings on fiscal outcomes should
accordingly be read as conservative lower bounds on the true magnitude of eftects, while
null findings on fiscal outcomes carry the additional caveat that the retained sample may
not be representative of the full population of IMF program countries, particularly for the

most severely distressed early cohorts.

1.4.3 Treatment and Conditionality Variables

IMF program participation is measured using the binary indicator IMFnn, which equals
one if a country is under an active IMF program in a given year. This variable is drawn
from the IMF Monitor dataset as described in Kentikelenis and Stubbs (2023, A
Thousand Cuts, Oxford University Press). The year of first program entry within the
study period, StartTreatmentYear, defines the treatment timing for the stacked design;
countries that never enter a program are assigned StartTreatmentYear = 9999 and serve as

potential controls.
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Conditionality intensity is measured using several variables from the same
IMFMonitor dataset, which records the content and binding status of all conditions
attached to IMF programs. Structural conditions are policy reforms that borrowing
governments must implement as a condition of continued program disbursement; they
include Prior Actions (reforms required before a program is approved), Structural
Performance Criteria (binding benchmarks assessed at program reviews), and Structural
Benchmarks (indicative targets). The total count of binding structural conditions in a
given country-year is SCsTOT. Quantitative conditions, counted as QCsTOT, are
numerical targets—typically on fiscal aggregates such as the fiscal deficit, net domestic
assets, or net international reserves—that governments must meet at program review
dates. The combined count of all binding conditions, structural and quantitative, is

BA2TOT.

Two policy-area disaggregations of structural conditions are used. SCsPRI
(structural privatization conditions) counts prior actions, structural performance criteria,
and structural benchmarks requiring privatization of non-financial state-owned
enterprises, liquidation of SOEs, or bankruptcy proceedings of SOEs. BA2PRI (binding
privatization conditions) counts only prior actions and structural performance criteria on
privatization, excluding structural benchmarks; this is the strictly binding analogue and
corresponds most closely to the privatization conditions variable in Reinsberg et al.
(2019). It is used as a robustness check. Structural SOExPost and Structural laborxPost
are counts of structural conditions requiring public enterprise reform and labor market

deregulation respectively.
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The heterogeneity analysis in Part Two classifies programs at entry by their
structural orientation, using the ratio SCSTOT/BA2TOT computed in the year of first
program entry. This ratio measures the share of a program's binding conditions that are
structural rather than quantitative, and is used to split treated countries at the sample
median into Stabilization-Intensive and Structural-Intensive groups. The numerator
retains Structural Benchmarks alongside Prior Actions and Structural Performance
Criteria—that is, it uses the full SCsTOT count rather than a binding-structural-only
subset. This is a deliberate design choice. The formal non-binding status of Structural
Benchmarks does not reliably translate into operational non-enforcement: in fiscally
distressed program countries, indicative targets routinely function as de facto
disbursement requirements, and the broader literature on IMF indicative targets
documents that governments treat them as binding in practice regardless of their formal
classification (Kentikelenis and Stubbs, 2023). This pattern is further corroborated by
qualitative evidence, which documents cases (see Marphatia 2005, 2007, 2009 for
instance) in which nominally indicative structural conditions drove real institutional and
spending changes. Restricting the numerator to binding-structural-only conditions would
therefore systematically underclassify programs that concentrate their structural load in
benchmarks, precisely the programs for which the operational and formal distinction
matters most. The ratio SCSTOT/BA2TOT is accordingly best understood as measuring
the structural orientation of a program's full conditionality architecture relative to its

binding quantitative core, rather than as a strict binding-over-binding comparison.
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1.4.4 Controls

All models include a standard set of seven time-varying country-level controls selected to
account for the primary confounders of both IMF program entry and bureaucratic quality
trajectories. The selection logic follows the established practice in the quantitative IMF
effects literature (Reinsberg et al., 2019; Stubbs et al., 2018; Vreeland, 2003) and is
grounded in the theoretical and empirical determinants of both program participation and

institutional capacity. See Appendix for a table of variables used and their data sources.

GDP growth rate is included because economic contraction is simultaneously a
primary trigger for IMF program entry and a direct fiscal constraint on the state’s
capacity to maintain competitive public sector compensation and staffing levels. Failure
to control for growth would conflate the economic crisis that precedes program entry
with the institutional damage the program itself produces. GDP growth rate is measured

as the annual percentage change in real GDP.

International reserves as a share of GDP captures the acute balance-of-payments
pressure that drives countries into IMF programs. Reserve depletion is the canonical
proximate cause of IMF program entry (Vreeland, 2003); including it ensures the
treatment effect is not contaminated by the institutional consequences of external
vulnerability itself, which may erode bureaucratic functioning independently of program

conditionality.

Banking crisis is a binary indicator for systemic financial crises (Laeven and
Valencia, 2018). Banking crises frequently co-occur with IMF programs and

independently compress fiscal space, trigger emergency personnel cuts, and generate
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institutional instability. Without this control, a post-entry decline in bureaucratic quality
could partly reflect the direct institutional disruption of financial collapse rather than the

program’s conditionality itself.

Cumulative debt restructurings measures the count of sovereign debt restructuring
episodes a country has experienced through the current year. Countries with deeper debt
distress histories are both more likely to enter IMF programs and more likely to face pre-
existing institutional degradation driven by fiscal stress. This variable captures the
accumulated legacy of debt crisis exposure that would otherwise bias the IMF treatment

effect downward.

Current account balance as a percentage of GDP controls for the external
financing position that shapes both program entry likelihood and the severity of fiscal
adjustment required. A deteriorating current account independently constrains
government expenditure and can trigger the kind of abrupt public sector contraction that
erodes bureaucratic capacity, making it a necessary covariate for isolating the program-

specific effect.

Polity 2 score is included because democratic governance and bureaucratic quality
are closely associated in the cross-section (r = 0.68 in this sample—the strongest bivariate
correlation in the estimation matrix), and because political regime type shapes both the
probability of IMF program entry and the state’s institutional trajectory. Autocracies are
more likely to resist or selectively implement conditionality, and may maintain
bureaucratic structures through patronage mechanisms rather than meritocratic
recruitment. Omitting regime type would risk confounding institutional quality dynamics

with underlying political structure. Polity 2 is drawn from the Polity IV Project
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(Marshall, Gurr, and Jaggers) as distributed in the QoG Standard Dataset Jan 2026

(Teorell et al., 2026), ranging from —10 (full autocracy) to +10 (full democracy).

Armed conflict is a binary indicator for internal armed conflict (UCDP/PRIO).
Conlflict directly destroys administrative infrastructure, displaces civil servants, and
disrupts government functioning in ways that are causally prior to IMF program design.
Its inclusion ensures the estimated treatment effect is not driven by the institutional
collapse that accompanies war rather than the fiscal compression conditionality imposes

in peacetime settings.

Together these controls capture the four primary channels through which
institutional quality can deteriorate independently of IMF program participation:
economic contraction, external financial stress, domestic political structure, and violent
conflict. They are fairly standard across the literature, which also facilitates direct
comparison with Reinsberg et al. (2019) and Stubbs et al. (2018). Standard errors are
clustered by country throughout to account for serial correlation within country over
time. The 74 country clusters in the primary BQ specification reflect all unique countries
in the complete-case estimation sample — treated and control alike — not only the 71
first-time program entrants; within the stacked design, 53 eventually-treated countries
additionally appear as not-yet-treated controls in earlier cohorts’ subexperiments, and
standard errors are clustered at the country level across all roles a country plays in the

stacked dataset.
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1.4.5 Identification Strategy: Stacked Difference-in-Differences

To estimate the causal effect of IMF program entry on these outcomes, the primary
identification strategy is a stacked difference-in-differences (DiD) design, following
Cengiz, Dube, Lindner, and Zipperer (2019) and Pan, King, and Nosrati (forthcoming).
Because IMF program entry occurs at different times for different countries across the
study period, a standard two-way fixed effects (TWFE) estimator can produce biased
estimates when treatment effects are heterogeneous across cohorts—a problem
documented extensively in recent econometric literature (Callaway and Sant'Anna 2021;
Goodman-Bacon 2021). The stacked design addresses this by constructing a separate

subexperiment for each entry cohort.

For every calendar year in which at least one country enters a program, we define
a subexperiment consisting of that cohort of treated countries and a clean control group.
A country is included in the clean control group for cohort g if and only if it either never
entered an IMF program over the full study period (StartTreatmentYear = 9999) or did
not enter a program within five years of cohort g's entry date (StartTreatmentYear > g +
5). The clean control criterion restricts a country from serving as a control for cohort g if
it entered its own first program within five years of cohort g’s entry date. Countries
whose first program entry is more than five years after cohort g’s entry do serve as
controls for that cohort, reflecting the period before their own exposure begins. Never-

treated countries serve as controls throughout.

This design does not permanently exclude any country from the control pool
across all subexperiments: a country that enters a program in 1995 is excluded from the

control group for 1990-1999 cohorts but can serve as a control for 1983—-1989 cohorts.
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The restriction is cohort-specific rather than global, and it is grounded in the empirical
reality that 63 percent of treated countries are under active or recurring IMF programs
within the t+5 observation window—an interesting observation on its own—making their
post-entry years neither stable counterfactual trajectories nor genuine absences of IMF
influence. The event window for each subexperiment spans three years before to five

years after program entry (t = —3 to t = +5).”

Treatment is modeled as an absorbed, persistent state: once a country enters a
program, it remains assigned to the treatment group for all subsequent subexperiments in
which it appears. All subexperiments are stacked into a single dataset, and the estimating

equation is:

Y(i,t,e) = a + f - (Treated(i,e) x Post(i,t,e)) + X'(i,)[ + y(i,e) + d(t,e) + e(i,t,e)

where Y (i,t,e) is the outcome for country i in calendar year t within subexperiment e;
Treated(i,e) % Post(i,t,e) is the interaction of treatment assignment with an indicator for
the post-entry period; X'(i,t) is the vector of time-varying country-level controls (see
controls section) and I is the corresponding coefficient vector; y(i,e) are event-cohort-
specific country fixed effects (country x subexperiment); d(t,e) are event-cohort-specific
year fixed effects (calendar year x subexperiment); and &(i,t,e) is the error term, with
standard errors clustered by country. The coefficient of interest, f, recovers the average
effect of IMF program entry on the outcome across all treated cohorts, comparing treated

units only to contemporaneous clean controls within each event window.
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1.4.6 Dynamic Specification: LP-DiD Event Study

For the dynamic analyses, the stacked DiD is extended to a local projections difference-
in-differences (LP-DiD) event study following Dube, Girardi, Jorda, and Taylor (2023).
For the dynamic analyses, the stacked DiD is extended to a local projections difference-
in-differences (LP-DiD) event study following Dube, Girardi, Jorda, and Taylor (2023).
Rather than the approach taken in standard dynamic TWFE event studies (augmenting the
pooled equation with a full set of relative-time indicators in a single regression) — LP-
DiD estimates a separate regression for each horizon h, where h runs from —3 to +5
relative to program entry. At each horizon, the dependent variable is the outcome for
country i in subexperiment e at calendar year t(e) + h, and the specification conditions
only on pre-treatment values of the outcome and controls (those observed at or before t =
—1). Treatment is omitted at t = —1 as the reference period, so all estimated coefficients
are interpreted as changes relative to the year immediately before program entry. This
gives a sequence of nine horizon-specific estimates tracing the full evolution of the

outcome across the event window.

The LP-DiD framework offers two specific advantages over dynamic TWFE for
this application. First, by conditioning only on pre-treatment covariates, it avoids the
post-treatment bias that can arise when time-varying controls are themselves affected by
program participation — a genuine concern here, since IMF programs influence the fiscal
and institutional variables that enter the control set. Second, it remains consistent under
heterogeneous treatment effects across cohorts, since each horizon-specific projection is
estimated separately rather than imposing a common dynamic path. Pre-trend coefficients

att=—3 and t = —2 serve as falsification tests; under the parallel trends assumption they
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should be statistically indistinguishable from zero. All controls, fixed effects, and

clustering are identical across the pooled and dynamic specifications.

Before turning to results, it is worth reiterating that the design is constructed to be
conservative — that is, to be strongly biased against finding a significant treatment effect.
The stacked design restricts controls to not-yet-treated (as of the subexperiment
observation window) and never-treated countries, absorbs treatment as a persistent state,
and conditions on a set of time-varying covariates. Each of these choices both reduces the
risk of false positives, and also raises the bar for detecting a true effect. The pooled Treat
x Post coefficient averages across all post-entry years including the early periods before
the institutional damage has materialized, further attenuating the average estimate relative
to the true long-run effect. The dynamic event study will show that the pooled estimate
understates the magnitude at t+5 by a factor of 2.6. Any reader inclined to question
whether the result is an artifact of design choices should note that those choices
systematically work against the result, not toward it. A more permissive design would, if

anything, find a larger effect.

1.4.7 Robustness: Testing the Compound Instrumental Variable

As a secondary robustness comparison, we partially replicate the compound instrumental
variable (IV) strategy of Reinsberg et al. (2019), which instruments for IMF program
participation using the interaction of a country’s historical propensity to participate in

IMF programs and the year-level global count of countries under active programs.®

The replication here is partial and cannot be an exact 1:1 mirror here for three

reasons. First, their specification requires proprietary ICRG data from the PRS Group and
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collapses observations into three-year periods, both of which are incompatible with the
annual event-study design employed here. Second, as the dynamic event study will show,
using three-year averages itself obscures the effects of capacity decline that take until
year four to set in. Finally, and most importantly, the stacked difference-in-differences
design addresses selection into IMF programs through the construction of clean(er)
control groups, rendering their Heckman selection correction and compound
instrumentation redundant for the entry-effect question. The compound IV is thus
retained as a secondary robustness comparison for the program-entry coefficient only,
where—consistent with known limitations of the instrument—it is weak for several
outcomes in the current sample, with first-stage F-statistics falling below the Staiger and

Stock (1997) threshold. It is still a relevant exercise in comparing model design.
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1.5 Results

This section systematically reports the results of various econometric specifications

aimed at assessing the impact of IMF conditionality on bureaucratic quality.

Table 1.1 Stacked DiD for BQ, Expenditure, Homicide, and Corruption

(1) Bureaucratic (2) Gov. Expenditure (3) Homicide 4
Quality (log per capita) Rate Corruption
Panel A: Treatment
effect
Treat x Post -0.0398** -0.1053 -0.8397 -0.0006
(0.0184) (0.0690) (0.7841) (0.0211)
Panel B: Model
details
Observations 7,943 8,009 5,054 9,640
Country clusters 74 82 74 99
Countryxcohort v v v v
FE
Yearxcohort FE v v v v
Controls v N4 v v
Cohort restriction None None >1990 None

Note: All models estimated via stacked difference-in-differences. Each subexperiment spans t-3 to t+5. Fixed effects
are event-cohort-specific country and year. Standard errors clustered by country (HCI) in parentheses. Controls in all
models: GDP growth rate, reserves (\% GDP), crisis, debt restructurings, current account balance (\% GDP), Polity 2,
and conflict. Gov. expenditure is log constant USD per capita. Corruption is V-Dem v2x\_pubcorr. * P < .10. ** P <
.05, *¥*¥* P < (1.

Table 1.1 above reports the stacked DiD estimates for four state capacity
outcomes. A single result is statistically significant: IMF program entry is associated with
a meaningful deterioration in bureaucratic quality, measured using the ICRG index
normalized to a 0—1 scale (Treat x Post =—0.0398, SE = 0.0184, p = 0.034, N = 7,943, 74
clusters). To translate this into more familiar terms: the treated countries in this sample
enter programs at a mean bureaucratic quality score of approximately 0.53 — a

bureaucracy the ICRG assessors would characterize as moderately capable, with
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functioning but fragile recruitment and training mechanisms and meaningful exposure to
political interference. A decline of 0.0398 points on this scale represents the difference, in
the ICRG's own terms, between a civil service that can absorb policy change without
serious disruption and one that is beginning to show vulnerability to it. That is the
average effect across the full post-entry window. The dynamic analysis below will show
that this average in fact understates the long-run damage, because it pools the early post-
entry years — when the effect has not yet registered — together with the later years in

which the erosion has compounded.

The three remaining outcomes—government expenditure per capita, homicide,
corruption—produce null results in this pooled specification. A single pooled coefficient
averages across all post-entry years from t=0 through t+5. Undertaking a dynamic

analysis reveals a more interesting picture.

Table 1.2 Identification Comparison: Bureaucratic Quality

(1) Stacked OLS (2) Unstacked OLS (3) Unstacked IV

TreatxPost / IMFnn -0.0398** 0.0019 0.1343**
(0.0184) (0.0066) (0.0548)

p-value 0.034 0.773 0.016
N 7943 3788 3788
Clusters 74 122 122
First-stage F -- -- 13.93
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Note: Stacked cells use country xcohort and year xcohort fixed effects, unstacked cells use country and year fixed
effects. 1V instrument is country mean IMF participation times global program count. Standard errors clustered by
country. * P < _.10. ¥* P < .05. *** P < (].

But before examining the dynamic pattern of the bureaucratic quality decline, the
pooled estimate is stress-tested across three identification strategies in Table 1.2 above.
The stacked OLS estimate of —0.0398 remains the primary result. The two comparison
cells exist not to rehabilitate alternative estimators but to document what happens to the
estimate when the identifying assumptions of the stacked design are relaxed or violated—
and the pattern that emerges is telling.

The unstacked OLS collapses to a near-zero null (+0.0019, p = 0.773) — the
result a flat-panel two-way fixed effects estimator is bound to produce when formerly
treated countries contaminate the control group and dilute the identifying variation that
the stacked design preserves. A country that has already been through an IMF program
cannot serve as a clean counterfactual for a country currently under one; the flat-panel
design cannot account for this, and the estimate reflects it. The unstacked IV reverses
sign entirely (+0.1343, SE = 0.0548, p = 0.014) — statistically significant, opposite in
direction to the stacked estimate, and larger in magnitude. The global count component of
the compound instrument tracks world economic stress, which may independently
compress state capacity while simultaneously driving program participation. This may be
producing a spuriously positive estimate when the comparison group is already
contaminated. The sign reversal is not a replication failure per se— it may be that the
divergence between stacked and unstacked estimates is a property of the underlying
comparison group, not of any individual modeling choice.

The stacked OLS estimate of —0.0398 is therefore the primary result of average

program entry. The three-way comparison is presented as a transparency exercise: it
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shows that relaxing the clean control restriction attenuates the estimate toward zero, and
that instrumenting participation in a flat-panel design with a violated exclusion restriction
may produce a sign reversal. Neither finding undermines the stacked estimate—both are
what the stacked design’s identifying logic predicts should happen when its more

conservative assumptions are abandoned.

Table 1.3 Dynamic event study of bureaucratic quality

BQ Estimate SE 95\% CI (low)  95\% CI (high) p-value
t=-3 -0.0118 (0.0176) -0.046 0.023 0.506
t=-2 0.0020 (0.0151) -0.028 0.032 0.898
t=-1 (ref.) — — — — reference
t=0 -0.0117 (0.0131) -0.037 0.014 0.377
t=-+1 -0.0169 (0.0161) -0.049 0.015 0.299
t=+2 -0.0416** (0.0170) -0.075 -0.008 0.017
t=+3 -0.0634%** (0.0200) -0.103 -0.024 0.002
t=+4 -0.0883%** (0.0217) -0.131 -0.046 0.000
t=+5 -0.1054%** (0.0244) -0.153 -0.058 0.000
Observations 7,943
Country clusters 74

Note: LP-DiD event study. Outcome = bureaucratic quality (ICRG, normalized 0--1). Stacked DiD with
country %cohort and year *cohort fixed effects. Standard errors clustered by country. Reference period t=-1. * P < .10.
¥*P<.05. *¥**P<.01.

The pooled estimate establishes that IMF entry reduces bureaucratic quality on
average. The dynamic event study in Table 1.3 above asks when that reduction appears; a
process operating through gradual fiscal compression, personnel attrition, and the slow
erosion of institutional memory may not be visible immediately after program entry. It

may very well compound. And that is what we see here.
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The pre-trend coefficients at t—3 (—0.0118, p = 0.506) and t—2 (+0.0020, p =
0.898) are statistically indistinguishable from zero, supporting the parallel trends
assumption: treated and control countries were on comparable bureaucratic quality
trajectories in the years before program entry. The post-entry pattern confirms the
theoretical prediction. Coefficients at t=0 and t+1 are small and insignificant — the
damage has not yet registered. The effect becomes statistically significant from t+2

onward and accumulates monotonically, reaching —0.1054 at t+5 (p < 0.0001).

Crucially, we must situation this decline in the distribution of bureaucratic quality
in the estimation sample itself. Treated countries enter programs at a mean ICRG score of
52.6 on the 0—100 scale — a bureaucracy the assessors characterize as functional but
fragile, with meaningful exposure to political interference and recruitment instability.
Five years later, the estimated score has fallen to approximately 42.1—a bureaucracy the
ICRG characterizes as prone to policy disruptions, lacking stable recruitment and training
mechanisms, and substantially exposed to political interference in its operations. On the
pooled cross-sectional standard deviation of the index (22.6 points), this represents a
decline of 0.47 pooled standard deviations. On the within-country standard deviation—
the typical magnitude of year-to-year fluctuation in a single country’s own bureaucratic
quality trajectory (7.6 points)—the t+5 effect of 10.5 points represents 1.38 within-
country standard deviations: a decline larger than the entire typical range of institutional
variation a country experiences from one year to the next. This is not a marginal

perturbation of the administrative apparatus; it is a structural displacement of it.

The relationship between the pooled estimate and the dynamic pattern must be

clarified to avoid confusion. The pooled Treat x Post coefficient of —0.0398 is an average
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across all post-entry years t=0 through t+5 — it is best understood as a conservative
lower bound rather than the true magnitude of the effect, because the averaging window
includes the early years when the damage has not yet registered. By t+5, the estimated
effect is —0.105, which is 2.6 times larger than the pooled estimate. Furthermore,
although the unconditional post-entry mean for treated countries is marginally higher than
the pre-entry mean in the raw data, the LP-DiD identifies the effect relative to the
contemporaneous trend in clean control countries, which improves over the same period.
The relative decline is real even when the absolute level is stable or slightly rising. This
reveals that the accretive, multi-year interaction of IMF mandates results in a severe and
near-permanent degradation of real economic governance capacity, pulling states halfway
down to a more vulnerable, patronage-prone institutional tier. This is not the immediate
collapse of the state, but the quieter erosion of the administrative foundation on which
everything else the state does depends. This is also exactly what is obscured by using

three-year averaging windows, thus warranting the dynamic analysis undertaken here.
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Figure 1.1 IMF vs non-IMF Comparison on Bureaucratic Quality’

Figure 1.1 above provides the descriptive foundation for the regression results that
follow. It plots covariate-adjusted mean bureaucratic quality from t—3 to t+5 for two
groups: countries entering IMF programs and clean control countries — those that never
entered a program or had not yet entered as of five years after the treated cohort’s entry
date. (Both series are normalized to t=—1 and residualized on the standard control set, so
the trajectories reflect comparative rather than raw trends.) The pattern is visually
consistent with the LP-DiD finding: the two groups track closely in the pre-entry period,
and then the treated group drifts downward relative to controls from t+2 onward, reaching
a gap of approximately —0.05 by t+5 against a control group that continues a modest
upward trajectory over the same period. The previous clarification is worth restating
explicitly: the unconditional post-entry mean for treated countries is marginally higher

than their pre-entry mean in the raw data, which might appear to contradict the regression
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finding. It does not. The LP-DiD identifies the effect relative to the contemporaneous
trend in clean control countries; if controls are improving over the same period, treated
countries can show a relative decline even when their absolute level is stable or slightly
rising. The figure makes this dynamic visible—it is the divergence between the two

series, not the level of either, that the regression is identifying.
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Table 1.4 Conditionality type & bureaucratic quality: dynamic event study

Stabilization estimate ~ p-value  Structural estimate  p-value

t=-3 -0.0281 0.169 0.0221 0.413
(0.0202) (0.0268)

t=-2 -0.0081 0.685 0.0230 0.182
(0.0197) (0.0170)

t=-1 (ref.) — — — —

t=0 -0.0232 0.231 0.0112 0.334
(0.0192) (0.0115)

t=+1 -0.0282 0.178 0.0020 0.765
(0.0207) (0.0066)

t=+2 -0.0536** 0.016 -0.0293 0.139
(0.0218) (0.0195)

t=+3 -0.0865%** 0.001 -0.0148 0.634
(0.0258) (0.0309)

t=+4 -0.1195%** 0.000 -0.0194 0.544
(0.0293) (0.0318)

t=+5 -0.1320%** 0.000 -0.0476 0.260
(0.0334) (0.0418)

Note: LP-DiD event study by program type. Outcome = bureaucratic quality. Groups defined by SCsTOT/BA2TOT
ratio at program entry. Each group estimated separately using the same LP-DiD specification as Table 3. * P < .10. **
P<.05. ***P<.01l.

The program-type group split in Table 1.5 above asks whether the decline is concentrated in
particular kinds of programs. Program type groups are defined here at the country level using the
ratio of structural conditions to total binding conditions (SCsTOT/BA2TOT) in the year of first
program entry (time_since _event = 0). Countries with a ratio above the sample median (0.333)
are classified as Structural-Intensive; countries at or below the median are classified as

Stabilization-Intensive. Countries where BA2TOT equals zero but SCsTOT is positive are
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assigned to the Structural-Intensive group; countries where both are zero are assigned to the

Stabilization-Intensive group. '

This engages with the mechanism prediction of Reinsberg et al. (2019), who argue that
structural conditions bear the primary institutional costs while stabilization conditions are at worst
neutral with respect to administrative capacity. The split made here produces the opposite result.
The bureaucratic quality decline is concentrated in the stabilization-intensive group, with
significant effects emerging from t+2 onward and reaching —0.132 at t+5 — a decline of 13.2
points on the 0—100 scale, from a starting score that already reflects a moderately fragile
bureaucracy. Within this design, the structural-intensive group shows no statistically significant
post-entry effect at any horizon. Countries that entered programs with a high ratio of structural to
total conditions show no detectable deterioration in bureaucratic quality over the five-year
window. (Note that it was also tested whether privatization conditions are a particular mechanism
for this erosion as suggested by Reinsberg et al 2020 and found statistically insignificant results.

See Appendix Table AX for details.)
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Figure 1.2 LP-DiD Event Study of Capacity by Program-Type Groups

However, the absence of a significant post-entry decline in bureaucratic quality among
Structural-Intensive program countries should not be read as evidence that structural
conditionality is benign. The significant and persistent decline among Stabilization-
Intensive program countries—programs characterized primarily by quantitative fiscal
targets rather than structural transformation mandates—points toward a mechanism that

operates through fiscal compression rather than institutional restructuring alone.!!

This is consequential for contemporary debates about austerity. The stabilization
conditions that drive capacity decline in this sample are precisely the quantitative

performance criteria—these can range from ceilings on fiscal deficits to public wage bills
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to government borrowing—that constitute the core of IMF-mandated austerity. The
finding suggests that the bureaucratic costs of IMF programs are not only a story about
the overreach of structural conditionality, as Reinsberg et al. (2019) argue, but about the
attrition of state capacity that follows from sustained fiscal constraint: as governments are
required to compress expenditure, freeze hiring, and limit public sector wages to meet
quantitative targets, the bureaucracy loses its ability to recruit, retain, and motivate
qualified personnel—not through a single dramatic restructuring mandate but through the
accumulated pressure of year-on-year fiscal squeeze. This connects the present findings
to a broader literature documenting how austerity-driven cuts to public sector pay and
employment erode the administrative foundations of the state over the medium term
(Callaghy 1989; Waterbury 1992; Stubbs et al. 2017), and suggests that reforms aimed at
preserving state capacity under IMF programs must equally address fiscal space

constraints, not only the content of structural conditions.

Thus, the bureaucratic quality findings have so far established that (1) IMF entry
erodes the administrative apparatus, (2) erosion outcome is worse for stabilization-
intensive program countries, and (3) more conditions may not necessarily mean worse

outcomes because entry itself is deleterious.

Our second primary dependent variable is log per-capita government total
expenditure in constant USD, taken to be a measure of fiscal power. The fiscal
compression analysis in Table X below asks whether that erosion is accompanied by a
contraction in the absolute resources the state commands. If strong states both have and
spend money, then this variable is an objective indicator of bureaucratic quality. (Note,

however, that in Chapter 3, the Indian case will complicate this idea. The 80s spending
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boom was a debt-fueled drive that precipitated the BoP crisis in the 1990s that called for
IMF intervention in the first place. Thus, the importance of comparative and historical

work to situate the numbers in context is critical.)

Table 1.5 Log per-capita government total expenditure in constant USD

(1) Stacked OLS (2) Unstacked OLS (3) Unstacked IV

TreatxPost / IMFnn -0.1053 0.0214 -0.1387
SE (0.0690) (0.0617) (0.4828)
p-value 0.131 0.730 0.775
N 8009 1459 1459
Clusters 82 82 82
First-stage F -- -- 12.37

The dependent variable is log constant USD per person. Stacked OLS uses country-by-cohort and year-by-cohort fixed
effects. Flat panel IV instrument = mean_imf ix N_t.

The three-way identification comparison for this outcome re-runs the cross-design pattern
established for bureaucratic quality. The stacked OLS estimate is negative and
directionally consistent with the primary finding (TreatxPost =—0.1053, p =0.131), but
does not reach conventional significance as a pooled average across the full post-entry
window. A pooled coefficient averages across all post-entry years including the early
periods before fiscal compression has fully materialized, and an effect that accumulates
over time may have been attenuated in a static specification. The unstacked IV produces a
null result (B =—0.1387, p = 0.775) that is directionally consistent with the stacked OLS
estimate but imprecise, consistent with weak instrumentation in the per-capita sample

(first-stage F = 12.37).
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Table 1.6 Log Per-Capita Government Expenditure

Period Estimate (SE) p-value
t-3 -0.0386  (0.0763) 0.615
t-2 -0.0551 (0.05006) 0.279
t- 1 [ref] 0

t -0.0710  (0.0774) 0.362
t+1 -0.1125 (0.0777) 0.152
t+2 -0.1078  (0.0865) 0.216
t+3 -0.1709** (0.0841) 0.045
t+4 -0.1718* (0.0928) 0.068
t+5 -0.1914** (0.0928) 0.042
N 8009

Clusters 82

Note: Dependent variable: log constant USD per person. Reference period: t =—1. Stacked DiD with country-by-cohort
and year-by-cohort fixed effects. Standard errors clustered by country (HC1). *** p<0.01, ** p<0.05, * p<0.10.

74



IMF Program Entry and Log Per-Capita Government Expenditure
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Figure 1.3 LP-DiD Event Study of Government Expenditure

However, the story changes when we run a dynamic event study. Similar to bureaucratic
quality, we see that it takes until year four for the decline to set in, indicating once again
that three year averages and pooled estimates may be contaminated by subtler yet no less
harmful temporal dynamics. The pre-entry coefficients at t—3 and t—2 are negative
(—0.039 and —0.055) and statistically indistinguishable from zero, satisfying the parallel
trends test; the non-zero point estimates reflect a pre-existing level difference between
treated and control countries that the stacked design accounts for through event-specific
fixed effects. But by t+5, treated countries show a contraction of approximately 17.4% in
real per-capita government expenditure relative to the pre-entry reference period (f =
—0.191, p = 0.042), with the first statistically significant effect appearing at t+3 (—15.7

percent, p = 0.045). Thus, a stacked design and a dynamic event study together provide
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evidence to what has already been rightfully suspected: that there are considerable

temporal effects in play.

The conditionality intensity table in Table 1.7 below asks whether that contraction
is driven by the volume or content of conditions attached to programs—and the evidence
presented here says no. Neither aggregate structural conditions (SCsTOT*Post =
—0.0015, SE = 0.0019, p = 0.428) nor stabilization conditions (QCsTOTxPost = —0.0008,
SE = 0.0018, p = 0.644) nor privatization conditions specifically (SCsPRIxPost =
—0.0018, SE = 0.0092, p = 0.850) predict the magnitude of expenditure reduction, across
a sample of 8,009 observations and 82 clusters. A program carrying relatively more
structural conditions does not necessarily compress per-capita government expenditure
more than a program carrying few. The fiscal compression effect primarily appears to be

a participation effect.

The null result on conditionality intensity deserves emphasis beyond a standard
non-finding. If the magnitude of fiscal compression scaled with the volume or content of
attached conditions, the policy implication would be tractable: streamline structural
benchmarks, substitute quantitative for structural conditions, or reduce overall
conditionality depth, and the compression diminishes. This is roughly the logic
underlying the IMF’s post-2008 structural benchmark reform agenda, and it is consistent
with Reinsberg et al.'s (2019) finding that specific structural condition types—
privatization, price deregulation, public sector employment—drive bureaucratic quality
decline. A harm located in specific conditions is a harm that can in principle be designed

away.
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Our evidence points toward the possibility of a less tractable conclusion. Neither
aggregate structural conditions, stabilization conditions, nor privatization conditions
predict the magnitude of per-capita government expenditure reduction across the 8,009
observations and 82 clusters in this design. More conditions does not mean more
outcomes. The fiscal compression effect appears to be a direct participation effect — it is
associated already with entry into an IMF arrangement, not with the particular type of the
arrangement entered. If this interpretation is correct, reforms aimed at reducing fiscal
harm by redesigning conditionality are tunnel-visioned onto only one problem. The
compression is not merely in the condition typology—it is in the very fact of being in a
program that imposes conditionality at all that is fundamentally guided by the normative

principle that states ought to leave discretion and allocation to market signals.

Table 1.7 Conditionality Intensity and Log Per-Capita Government Expenditure

Term Coef (SE) p-value Model
Structural Conditions x Post (SCsTOT) -0.0015  (0.0019) 0.428 A
Stabilization Conditions x Post (QCsTOT)  -0.0008  (0.0018) 0.644 A
Privatization Conditions x Post (SCsPRI) -0.0018  (0.0092) 0.850 B
N (Model A) 8009 A
Clusters (A) 82 A
N (Model B) 8009 B
Clusters (B) 82 B

Note: Dependent variable: log constant USD per person. DV constructed as log[(gov_exp_pct gdp/100) *
constant_GDP / population]. Model 4 includes SCsTOTxPost and QCsTOTxPost jointly. Model B includes
SCsPRIxPost separately. Stacked DiD with country-by-cohort and year-by-cohort fixed effects. Standard errors are
clustered by country (HCI). Year range: 1980-2016 (conditionality data availability). *** p<0.01, ** p<0.05, *
p<0.10.
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The trends for per-capita government expenditure show the conditional
trajectories that the dynamic event study is estimating. The figure plots covariate-adjusted
mean log per-capita government total expenditure in constant USD from t—3 to t+5 for
IMF program countries and clean control countries, with both series normalized to t=—1.
The control series is essentially flat at zero across the entire window — clean control
countries show no systematic movement in per-capita expenditure relative to their pre-
entry baseline over the same period. The treated series tells a different story. It sits below
zero in the pre-entry period, reflecting the well-documented selection pattern: countries
that enter IMF programs tend to be fiscally weaker than those that do not. (Note that the
gap at t—3 and t—2 is a baseline difference rather than a pre-trend violation — the parallel
trends assumption requires only that the trajectories were moving together before entry,
not that the levels were identical.) After program entry, the treated series declines from
t=0 onward, with some recovery at t+2 before resuming its downward path through t+3 to
t+5, reaching approximately —0.15 log points relative to the normalized baseline by t+5.
(The pattern is not perfectly monotonic, and the confidence intervals on the treated series

are wide throughout, reflecting the sample size constraints of the stacked design.)
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IMF vs non-IMF Comparison on Government Expenditure per Capita'

This finding parallels the bureaucratic quality result. For both outcomes—administrative
quality and government spend per capita—the volume of conditions itself does not show
a linear dose-response in this design. Rather, the entry on its own is deleterious. Note,
however, that the bureaucratic quality decline is concentrated among stabilization-
intensive programs. Once a state enters a stabilization-intensive program, the binding
fiscal constraint is in place regardless of how many individual conditions are formally
attached. The compounding nature of the BQ decline — negligible at t=0, significant
only from t+2 onward — suggests the mechanism operates through sustained fiscal
pressure over time rather than through any immediate institutional shock. The specific
count of conditions may be administrative noise relative to the underlying fiscal

constraint that program participation itself imposes. But because there is no discernable
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effect by continuous conditionality counts, it is possible that the stabilization split
captures broader program/country context, rather than a clean causal effect of the number

of quantitative conditions.

1.6 Discussion and Conclusion

This chapter has investigated the institutional consequences of IMF conditionality by
staging a confrontation between neoclassical and developmental theories of the state, and
translating that confrontation into a stacked difference-in-differences design. For two
decades, the quantitative literature evaluating international financial institutions has been
particularly emphatic about selection bias, inadvertently displacing a more fundamental
question of whether a clean, uncontaminated counterfactual even exists in a globalized
landscape. By shifting the analytical lens to treat IMF program participation as an
absorbed, persistent structural state — and by constructing relatively cleaner control
groups from not-yet-treated and never-treated countries within a defined event window
— this chapter has more directly reckoned with the unclean comparisons problem that
has long diluted flat-panel estimations. While this problem can never be completely
eliminated, this design comes closer to mitigating the issue by way of its more

conservative design and estimations.

The dynamic event study results presented in this chapter do more than simply
document a decline in bureaucratic quality; they dismantle the prevailing empirical
compromise regarding international financial interventions. By tracking the temporal
trajectory of institutional degradation, these findings register a two-level negation of the
recent consensus established by Reinsberg et al. (2019) in the bureaucratic quality

literature: their finding that program entry alone does not appear to have an impact, and
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that when disaggregated by condition type, it is structural conditions that are harmful
while stabilization conditions are neutral at best. The preceding results overturn both

these conclusions.

First, program entry is itself deleterious for bureaucratic quality. Where Reinsberg
et al. (2019) isolate the damage to the volume of intrusive structural conditions—finding
no effects from baseline program entry but only when disaggregating by condition type—
our dynamic specification reveals that mere entry into a Fund program sets off an
independent, compounding trajectory of decay. This decay is not an instant shock; the
flat, insignificant coefficients at t=0 and t=+1 demonstrate that institutional collapse is
not immediate. Instead, it operates as a lagged process of quality decline that crosses the
threshold of statistical significance at t=+2 (—0.0416) and deepens monotonically to a
severe relative deficit of —0.1054 by year five. This is also something three-year averages
are poised to miss. Moreover, the evidence shows that program entry produces a
significantly compounding decline in bureaucratic quality that peaks by year five at 0.47
cross-national standard deviations — roughly 1.7 times the estimated damage from
internal armed conflict, and equivalent to a deterioration of 11.5 points on the Polity 2
scale, or 1.5 standard deviations of cross-national variation in democratic governance.
(See Appendix Tables) Thus, program entry indeed does appear to have a significant

negative effect in these results, contradicting the Reinsberg et al. (2019) finding.

Second, this paper finds the reverse of their condition-type finding—we see that
harm is in fact concentrated in the stabilization conditions. This does not mean structural
conditions are harmless, but that stabilization conditions are actively harmful. At least

one conventional defense of international lending frameworks has rested on the story that
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while intrusive structural overhauls (such as privatization and civil service retrenchment)
might hollow out local administrations, short-term macro-fiscal stabilization targets are
simply necessary, non-intrusive guardrails. The presented results complicate this clean
distinction. By showing that the fiscal straitjackets characteristic of stabilization measures
drive the same medium-term institutional erosion, it is demonstrated that stabilization is
not a neutral technocratic floor—it is an active mechanism of bureaucratic quality
depletion itself. And it is on this ground that this paper reverses the other main finding in
Reinsberg et al (2019). The conservativeness of this design is not a weakness then but in

fact a strength, because these results are frankly understated.

It is also worth placing these numbers alongside those of Reinsberg et al. (2019)
so as to enable a direct comparison—and with an important qualification to follow. First,
the numbers. Reinsberg et al. (2019)’s most complete specification estimates that a one
standard deviation increase in structural conditions (3.27 additional conditions) reduces
bureaucratic quality by 4.04 points immediately, and by 18.4 points cumulatively once
the slow-moving nature of the variable is accounted for—a cumulative effect they
describe as nearly a full standard deviation of the index. The estimated t+5 participation
effect of 10.5 points is 0.47 of the same pooled standard deviation—roughly half their

cumulative figure.

But this comparison requires an extremely important qualification: Reinsberg et
al.’s (2019) cumulative estimate is a calculated prediction derived by multiplying a per-
condition coefficient by a standard deviation of conditions and then applying a long-run
multiplier estimated from a dynamic autoregressive specification, thus compounding

three separate modeling assumptions. The 10.5 point estimate is a non-predicted, direct
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measurement of the state’s quality five years after program entry, requiring no additional
assumptions beyond the parallel trends condition validated by the flat pre-entry
coefficients. It is also a participation effect rather than a dose-response: it accrues to
every country that enters a program regardless of how many conditions are attached, and
it is worst precisely in the stabilization-intensive programs that Reinsberg et al. conclude
are comparatively benign. To be clear, the two sets of findings are not in tension about the
existence of institutional damage — both studies find it. They diverge on its source:
whether the damage is located largely in structural conditions, as Reinsberg et al. argue,
or in the basic fact of program participation itself, as the evidence suggests, and

especially so in those supposedly neutral stabilization conditions.

The results also suggest that one cannot conceptualize IMF austerity through a
linear, incremental lens, assuming that a higher volume of quantitative mandates exerts a
proportionally higher volume of fiscal contraction. The findings enclosed here reveal a
far more subtle and insidious structural mechanism that cannot be mitigated by
streamlining conditionality intensity. The statistical insignificance of continuous
quantitative conditionality, contrasted against the severe negative shock of mere IMF
entry and assignment to quantitative-intensive regimes, suggests that IMF intervention
may not operate as an incremental policy dial, but as a proper institutional rupture. If a
state crosses the threshold into a quantitative-intensive stabilization program, the
evidence shows that the domestic administrative apparatus is instantly subordinated to an
external logic of discipline. The specific number of performance criteria logged in the
program becomes closer to an administrative triviality because the straightjacket is

already on. This implies that the degradation of bureaucratic quality is not the result of a
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clean, marginal causal chain of individual budget cuts, but is rather a systemic
consequence of the total surrender of domestic fiscal and policy space and the suspension

of long-term administrative diagnostic capacity.

Moreover, the difficulty arising from this mechanism thus lies not only in its
temporal horizon misalignment—critical as that is—but more fundamentally in its
underlying distorted risk and incentive structures. A government facing an immediate
balance-of-payments crisis might rationally prioritize short-term liquidity over long-term
institutional health. However, as the results demonstrate, this survival strategy triggers a
slow-burning crisis of bureaucratic quality. The skilled, specialized bureaucratic enclaves
required to manage complex development policies, oversee regulation, and insulate the
state from interest groups do not vanish overnight. Instead, they erode over a three-to-
five-year horizon as talent drains away under consecutive years of rigid fiscal space
constraints. Crucially, this decay may not be able to be remedied by a mere optimization
of the program timeline or a re-engineered loan schedule. The temporal mismatch is not
an accident of poor scheduling; it is the surface expression of a fundamentally self-
defeating institutional design. By using a time-crunched currency crisis as a lever to force
permanent budget cuts, the Fund systematically dismantles the very administrative

machinery a state needs to build its way out of economic instability in the first place.

Ultimately, this chapter’s findings reframe what reform of IMF conditionality
would need to accomplish. Efforts focused on reducing the number of structural
benchmarks or redesigning condition content address a real problem—Reinsberg et al.’s
(2019) evidence on specific structural condition types remains important—but the

problem remains that participation itself is associated with severe state capacity
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depletion, and this is by our more conservative design and estimates. In other words, the
fiscal compression that erodes state capacity is triggered already by mere program entry,
and is worse for stabilization-intensive program groups. Addressing this problem requires
confronting the basic tension between the short-term balance-of-payments logic of IMF
stabilization conditions and the medium-term institutional requirements of capable
statehood—a tension that conditionality streamlining alone may not be able to resolve.
Absent a thorough overhaul of the global fiscal constraints that define program
participation itself, tweaking conditionality may not resolve the problem. The
econometric evidence suggests that the very philosophy behind quantitative conditions—
market-led discipline rather than democratically contested and contestable economic

policy—may require revisitation.

From a policy history perspective, this double negation of two canonical results
tells us that the foundational fault line of Bretton Woods—appearing in one form as the
conflict between John Maynard Keynes’s mechanical, ex-ante rules and Harry Dexter
White’s technocratic, ex-post discretion—must be fundamentally revisited. While Keynes
sought mechanical objectivity as a shield against “grandmotherly” interference (see Dell,
1981), and White sought discretion as a tool for stabilization, this paper’s results indicate
that both models have become double-edged swords. Contemporary IMF architecture
may have effectively combined the worst of both: enforcing automated rules that function
as a structural straitjacket for the borrower, while reserving an asymmetric monopoly of
discretion for the international technocracy. The resulting 17.4% drop in government
expenditure and the severe hollowing out of administrative enclaves prove that the war

on domestic discretion is not mere ideological preference, but a design-level issue that
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materially alters states’ capacities for long-term development. To trace the Fund’s
evolutionary mission creep along the Keynes vs. White axis is well beyond scope, but is
clearly requisite historical context for situating these results and for posing the more
normative question: what the IMF ought to be, and in what manner conditionality ought

to exist, if at all.

Crucially, the systematic erosion of administrative capacity captured in our
empirical panel is not a neutral byproduct of technical adjustment failure. It is
fundamentally a political intervention that tips the balance of the local political economy,
systematically dismantling the regulatory and redistributive mechanisms that protect
workers while expanding the leverage of large private capital. These dynamics are
partially visible in the structural architecture of fiscal consolidation itself. By
systematically foreclosing progressive taxation models, IMF benchmarks intentionally
steer revenue generation toward regressive frameworks like expanded Value-Added
Taxes (VAT). Consequently, borrowing states achieve short-term balance-sheet
compliance by shifting the material burden of macroeconomic adjustment onto
vulnerable stakeholders, establishing the degradation of public administration as the

universal baseline for the unmitigated assertion of market power.

1.7 Limitations and Directions for Future Research

The stacked difference-in-differences design employed here represents, in the author’s
opinion, the most defensible available approach to the comparability problem in this
literature. By constructing event-specific subexperiments, absorbing treatment as a
persistent state, and restricting control groups to not-yet-treated and never-treated

countries, the design directly addresses the unclean comparison problem that
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contaminates flat-panel estimations. While this paper does not discount the importance of
focusing on selection bias, the canonical emphasis on it in Vreeland (2003) itself admits
that the unobservables driving participation constitute only 14% of the problem.
Resulting strategies aimed at mitigating selection bias have been generative but may
make more untestable assumptions than is appropriate. The design adopted here, while
prone to its own problem as will be shown below, is a more conservative accounting of
what a clean counterfactual can and cannot mean in a setting where most developing
countries have been under at least one IMF program during the study period. What
follows is not a retraction of these advantages. It is an account of what this design gets

right, what it cannot do, and what a more complete scientific program would require.

The most consequential limitation is heterogeneity across country types that the
current design cannot resolve. The average treatment effect estimated here pools across
74 countries spanning sub-Saharan Africa, Latin America, post-communist transitions,
South and Southeast Asia, and the Middle East and North Africa. There is no strong prior
reason to expect that IMF conditionality operates identically across these contexts. The
institutional baseline from which a country enters a program, the degree of prior exposure
to repeated programs, the regional political economy of adjustment, and the income level
at entry all plausibly moderate the treatment effect in ways that the pooled estimate
obscures. A stabilization-intensive program entering a low-income sub-Saharan African
state in 1985 is institutionally a different intervention than the same program typology
entering a middle-income Latin American state in 2003, even if both are classified

identically in the stacked design.
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The stacked design cannot carve these heterogeneities out cleanly because it does
not have sufficient statistical power to do so. The estimation sample covers 74 treated
countries. Once those countries are stratified by income tertile, region, or program epoch,
the resulting subgroups are too small to support stable event-study inference with the full
covariate set and clustered standard errors. For example, the low-income tertile produces
only 4 clusters after complete-case filtering, rendering its coefficients non-estimable. This
is not a fixable data problem — it is a structural property of the research design. The
stacked DiD with absorbed treatment and clean controls is the correct design for the
average effect question, but it consumes degrees of freedom in ways that foreclose fine-
grained heterogeneity analysis at the sample sizes available in this literature. (Moreover,
extending the observation window beyond t+5 progressively erodes the clean control
pool. Because a large share of developing countries enter IMF programs at some point,
pushing the window cutoff forward causes formerly clean controls to become
contaminated, reducing the number of available control country-years and with it
statistical precision. In the current sample, for instance, extending to t+8 reduced the
unique control country count by 9.4% relative to the t+5 baseline, compounding the
already constrained sample size that results from restricting controls to never-treated and

not-yet-treated units.)

Two partial remedies exist within the quantitative framework and are identified as
directions for future work. First, replacing country fixed effects with regional fixed
effects would pool within-region variation and allow larger effective subgroup samples,
at the cost of no longer absorbing country-specific time-invariant confounders. This

trade-off is not obviously worth making for the primary result, but a regional fixed effects
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specification run alongside the country fixed effects model would establish whether the
average effect is driven by any particular region or is genuinely cross-regional. Second, if
substantially larger panels become available — either through longer time horizons as
more post-2015 data accumulates or through the inclusion of additional developing
country cohorts — a fully interacted stacked DiD by income group or region would
become feasible. Neither extension is possible within the current sample without

sacrificing the inferential integrity that makes the present design defensible.

The deeper limitation, however, is one that no econometric extension can resolve.
The stacked DiD identifies an average causal effect but cannot explain the institutional
mechanisms through which that effect is produced in specific political and historical
contexts. Why does the decline compound from t+2 onward rather than registering
immediately? Which administrative enclaves are dismantled first, and in what sequence?
How do domestic political coalitions mediate the translation of fiscal compression into
personnel attrition? These are questions about causal process, not causal effect, and they
require a different evidentiary standard. Econometric designs identify that something
happened and when; they cannot, by construction, explain how it happened in the

granular, context-specific sense that generates theoretically actionable findings.

This is why the econometrics findings presented here are necessary but not
sufficient for a complete account of the relationship between IMF conditionality and state
capacity. They establish the existence and magnitude of an average effect with sufficient
methodological rigor to foreclose the standard econometric objections. But they cannot
substitute for the comparative-historical and case-study work required to trace the

mechanisms, nor can they shed computational light on finer grained cuts of data in this
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case, identify the scope conditions, and establish which features of the conditionality
architecture are most institutionally consequential in specific country contexts. The
appropriate scientific program is not a choice between econometrics and case studies—it
is a sequenced combination of both and with extensive quantification methods that
exceed econometrics. The stacked DiD provides the population-level result that motivates
the cases; the cases provide the process-tracing that explains and qualifies the aggregate
finding. Each chapter that follows in this dissertation is designed to do exactly this: to
take the quantitative result seriously as an established empirical baseline (Ch 2) and to

use comparative-historical analysis to open the black box the econometrics closes (Ch 3).

Concretely, future work that builds on this design should pursue at least three
additional scientific requirements. First, multiple in-depth case studies — ideally
spanning different regions, income levels, and program types — are needed to trace the
administrative mechanisms through which fiscal compression translates into bureaucratic
quality decline. Such cases should be selected on variation in the moderating conditions
hypothesized above: prior institutional strength, program intensity, and regional political
economy. Second, a regional fixed effects specification should be run alongside the
country fixed effects model to establish the cross-regional robustness of the average
effect and to identify whether any single region is driving the pooled result. Third, as
longer time-series data become available, the event window should be extended beyond
t+5 to establish whether the compounding decline observed through year five continues,
plateaus, or partially reverses over a decade-long horizon — a question the current design
cannot answer but that is directly relevant to the policy conclusions about the reversibility

of institutional damage.
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What the present design does get right is the central inferential question: whether
IMF program entry, on average, produces a measurable and statistically significant
decline in bureaucratic quality relative to a clean(er) counterfactual, after accounting for
the selection dynamics and comparison contamination problems that have distorted prior
estimates. The answer is yes, and the design is as conservative as is currently feasible
given the data available. The limitations documented here are not grounds for dismissing

the finding — they are the agenda for the scientific work that must follow it.

Finally, but perhaps most critically, qualitative political economy work is required
to counter what econometrics may be basically poised to miss. Because the systematic
erosion of capacity captured in this paper’s data panel is not a neutral byproduct of
technical adjustment failure, scholarship must address the increasingly imbalanced local
political economies of borrowing states at a more granular level, as well as the conceptual
models deployed by these technocratic bodies. This granularity is not simply expanded
data and more sophisticated econometrics but institutional analysis along the lines of
power and elite network analysis as well. If these programs systematically dismantle the
regulatory and redistributive mechanisms that protect workers, then it is the very
revolving doors of decision-making and their asymmetric rewriting that require serious

reconsideration.
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APPENDIX

Appendix to Chapter 1: Data, Variables, and Descriptive Statistics

This appendix documents the variables, data sources, descriptive statistics, and full model
specification for the primary Chapter 1 analysis. Section A defines all variables and their
sources. Section B presents descriptive statistics for the estimation sample. Section C
presents the correlation matrix across model variables. Section D presents the full static
stacked difference-in-differences model with all control coefficients displayed, alongside
interpretive comparisons.

Table A1.1 Variable Definitions and Data Sources

The following table defines each variable used in the Chapter 1 analysis, describes its
construction, and identifies its primary data source. The estimation sample covers 74
developing countries observed annually from 1980 to 2019, restricted to countries
entering at least one IMF program during the study period or serving as clean controls
under the stacked identification design. The unit of observation is the country-year. All
conditionality variables are drawn from the IMF Monitor dataset (Kentikelenis and
Stubbs, 2023), which records the content and binding status of all conditions attached to

IMF programs.

Table A1.1 Variable Definitions and Data Sources

Variable

Definition

Source

Bureaucratic
quality (0-100)

IMF program

Treat x Post

Structural
conditions

ICRG Quality of Government
composite index (mean of
Bureaucratic Quality, Corruption, and
Law and Order sub-components),
normalized to 0—1 by QoG and
multiplied by 100 for display. Higher
values indicate stronger institutional
governance.

Binary indicator equal to 1 if country
is under an active IMF program in a
given year.

Interaction of treatment assignment
(ever-treated country) and post-entry
indicator within each stacked
subexperiment. Primary treatment
variable.

Count of binding structural conditions
(prior actions + structural performance
criteria + structural benchmarks)
attached to IMF program in a given
country-year.
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PRS Group (2024); QoG Standard
Dataset Jan 2026 (Teorell et al.,
2026)

IMF Monitor (Kentikelenis and
Stubbs, 2023)

Constructed from IMF Monitor

IMF Monitor (Kentikelenis and
Stubbs, 2023)



Stabilization
conditions

GDP growth
rate (%)

Reserves (%
GDP)

Banking crisis

Debt
restructurings
(cumulative)

Current
account
balance (%
GDP)

Polity 2 score

Armed conflict

Count of binding quantitative
performance criteria (fiscal and
monetary targets) attached to IMF
program in a given country-year.

Annual GDP growth rate, displayed as
percentage points.

International reserves as a share of
GDP, displayed as percentage. High
values reflect reserve-accumulating
economies.

Binary indicator equal to 1 if country
is experiencing a systemic banking
crisis.

Cumulative count of sovereign debt
restructuring episodes through the
current year.

Current account balance as a
percentage of GDP. Extreme negative
values reflect Kuwait in 1991 (Gulf
War) and Tuvalu in multiple years
(microstate aid flows); both are
genuine observations.

Combined Polity IV democracy-
autocracy score, ranging from —10
(full autocracy) to +10 (full
democracy).

Binary indicator equal to 1 if country
is experiencing internal armed
conflict.

IMF Monitor (Kentikelenis and
Stubbs, 2023)

World Bank WDI
(NY.GDP.MKTP.KD.ZG)

World Bank WDI

Laeven and Valencia (2018)

IMF Monitor (Kentikelenis and
Stubbs, 2023)

IMF WEO

Polity IV Project (Marshall, Gurr,
and Jaggers) as distributed in the
QoG Standard Dataset Jan 2026
(Teorell et al., 2026)

UCDP/PRIO via QoG

Note: All variables are time-varying country-level measures observed annually. Bureaucratic quality is the
primary dependent variable; Treat x Post is the primary treatment variable; all remaining variables enter
models as controls. Fixed effects (country % cohort and year x cohort) are included in all stacked
specifications and absorb time-invariant country differences and common time shocks within each entry-
cohort subexperiment.

Table A1.2 Descriptive Statistics

Table A1.2 reports descriptive statistics for all variables in the Chapter 1 estimation
sample. The sample comprises 7,943 country-year observations across 74 developing
countries, covering the period 1980-2019. Observations are restricted to complete cases
on all model variables. Bureaucratic quality is displayed on a 0—-100 scale for
comparability with Reinsberg et al. (2019); all regressions use the native 0—1 normalized
scale. GDP growth rate, Reserves, and Current account balance are displayed as
percentage values; all three enter regressions on their native stored scale and the display
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rescaling does not affect any estimated coefficient. The Treat x Post mean of 0.02 reflects
the stacked design structure, in which the post-entry treatment indicator is active for a
small share of the total country-year-subexperiment observations.

Table A1.2 Descriptive Statistics

Obs. Mean SD Min Max

Bureaucratic quality (0—100) 7,943 74.60 21.62 11.11 100.00
IMF program 7,943 0.02 0.13 0.00 1.00
Treat x Post 7,943 0.02 0.15 0.00 1.00
Structural conditions 7,943 0.15 2.06 0.00 94.00
Stabilization conditions 7,943 040 346 0.00 54.00
GDP growth rate (%) 7,943 1.61 532 —-49.13 091.78
Reserves (% GDP) 7,943 15.40 2331 0.02 217.56
Banking crisis 7,943 0.07 0.26 0.00 1.00

Debt restructurings (cumulative) 7,943 0.05 0.32 0.00 6.00
Current account balance (% GDP) 7,943 1.81 12.62 —-242.19 73.19
Polity 2 score 7,943 437 7.71 -10.00 10.00
Armed conflict 7,943 0.07 0.26 0.00 1.00

Note: N = 7,943 country-year observations, 74 country clusters. Extreme values of Current account balance
(% GDP) reflect Kuwait in 1991 (Gulf War reconstruction) and Tuvalu in multiple years (microstate aid
flows relative to GDP); both are genuine observations. Extreme maximum of Reserves (% GDP) reflects
reserve-accumulating economies.

Table A1.3 Correlation Matrix

Table A1.3 reports pairwise Pearson correlations across all model variables in the
estimation sample. The most notable feature of the matrix is the strong positive
correlation between Polity 2 score and bureaucratic quality (r = 0.68)—the highest
bivariate correlation in the matrix. This association reflects the well-documented cross-
sectional relationship between democratic governance and meritocratic administrative
institutions, and is precisely why regime type must be controlled in any model estimating
IMF program effects on bureaucratic quality: without it, any treatment effect could be
partially confounded with underlying political structure. The correlation between Treat x
Post and cumulative debt restructurings (r = 0.41) reflects the expected pattern that
countries with deeper histories of debt distress are more likely to enter IMF programs and
remain under them. All other correlations among control variables are modest, suggesting
limited multicollinearity concerns in the estimation.
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Table A1.3 Correlation Matrix

o @ 06 @ O (6) n ® O
BQ TxP GDP Res Bank Debt CA Pol Conf

(1) Bureaucratic

quality

(2) Treat x Post -0.14

(3) GDP growth 0.10 -0.02

rate

(4) Reserves (% -0.21 -0.04 0.02

GDP)

(5) Banking crisis  0.09 0.13  -0.12  -0.10

(6) Debt -0.12 041 -0.03 -0.04 0.12
restructurings

(7) Current account 0.01  -0.05 0.17 0.19 -0.03 -0.09
(8) Polity 2 score 0.68 -0.03 0.08 -0.25 0.14 0.02  -0.13
(9) Armed conflict -0.27 0.04 -0.09 0.02 -0.01 0.04 -0.17 -0.05

Note: Pairwise Pearson correlations. Lower triangle shown; upper triangle blank by symmetry.
Variables on native stored scales. BQ = bureaucratic quality; TxP = Treat x Post; GDP = GDP
growth rate; Res = Reserves (% GDP); Bank = Banking crisis; Debt = Debt restructurings; CA =
Current account balance; Pol = Polity 2 score; Conf = Armed conflict.

Table A1.4 Full Model: Bureaucratic Quality, All Coefficients

Table A4 presents the complete coefficient estimates for the primary static
stacked difference-in-differences model. In the main text, only the treatment coefficient
(Treat x Post) is reported; this table displays all control coefficients to situate the
treatment effect within the broader model structure and to allow direct comparisons
across predictors. All coefficients are on the native 0—1 normalized scale of bureaucratic
quality; multiply by 100 to express in the 0—100 scale used in Table A2.

Two controls reach conventional significance in addition to the treatment
variable. Polity 2 score is positively associated with bureaucratic quality (f = 0.009, p =
0.020), consistent with the established cross-sectional relationship between democratic
governance and meritocratic administrative institutions. Armed conflict produces a large
and highly significant negative effect (B =—0.062, p < 0.001), reflecting the direct
destruction of administrative infrastructure that accompanies war.

The treatment coefficient of —0.040 can be directly compared to these
benchmarks. This shows that program entry produces a significantly compounding
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decline in bureaucratic quality that peaks by year five at 0.47 cross-national standard
deviations — roughly 1.7 times the estimated damage from internal armed conflict, and
equivalent to a deterioration of 11.5 points on the Polity 2 scale, or 1.5 standard
deviations of cross-national variation in democratic governance. Banking crisis, by
contrast, shows no statistically significant independent effect on bureaucratic quality in
this sample (B =—0.006, p = 0.488), suggesting that fiscal compression from program
conditionality operates through a distinct institutional channel from financial sector stress
alone—a finding that strengthens the interpretation that it is the conditionality
architecture specifically, rather than mere crisis exposure, that drives the decline.

Table A1.4 Full Static Stacked DiD Model: Bureaucratic Quality

Coef. (SE) p-value
Treat x Post (IMF entry) —0.0398** (0.0184) 0.034
GDP growth rate —0.0614 (0.0514) 0.236
Reserves (% GDP) —0.0419 (0.0277) 0.134
Banking crisis —0.0060 (0.0086) 0.488
Debt restructurings (cumulative)  0.0330 (0.0299) 0.273
Current account balance (% GDP) 0.0501 (0.0317) 0.119
Polity 2 score 0.0091** (0.0038) 0.020
Armed conflict —0.0624*** (0.0177) <0.001
Observations 7,943
Country clusters 74
Fixed effects Country x cohort; year X cohort

Note: Dependent variable: bureaucratic quality (ICRG icrg_qog, normalized 0-1). Stacked difference-
in-differences with country x cohort and year % cohort fixed effects. Standard errors clustered by
country (HC1). Coefficients on native 0—1 scale; multiply by 100 for 0—100 scale. * p <.10 ** p <
05 **p < .01,

We also report the null results below of replicating the privatization mechanism tested in
Reinsberg et al. (2020).
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Table A1.5 Privatization Mechanism on bureaucratic capacity

M1 M2 M3
(SCsPRI) (+SOE/LAB) (BA2PRI)
IMF entry (Treat x Post) -0.0415 -0.0407 -0.0416
Structural privatization x Post 0.0044 0.0073 —
(SCsPRI)
Binding privatization x Post — — 0.0058
(BA2PRI)
Structural SOE x Post — -0.0040 —
Structural labor x Post — 0.0006 —
N/ clusters 7,943 / 74 7,943 / 74 7,943 / 74

NOTE.—Replication of Reinsberg et al. (2020) privatization mechanism in
stacked DiD. Outcome = bureaucratic quality. SCsPRI (structural privatization
conditions) counts prior actions, structural performance criteria, and structural
benchmarks requiring privatization of non-financial state-owned enterprises, liquidation
of SOEs, or bankruptcy proceedings of SOEs, drawn from the IMFMonitor conditionality
dataset (Kentikelenis and Stubbs 2023). BA2PRI (binding privatization conditions)
counts only prior actions and structural performance criteria on privatization, excluding
structural benchmarks; this is the strictly binding analogue and corresponds most closely
to the privatization conditions variable in Reinsberg et al. (2019). Structural SOExPost
and Structural laborxPost are counts of structural conditions requiring public enterprise
reform and labor market deregulation respectively, added in M2 to test for confounding
with adjacent conditionality categories. * P <.10. ** P <.05. *** P < (1.

The privatization replication in Table A1.5 above tests the specific channel
proposed by Reinsberg (2020) directly: that privatization conditions dismantle the
bureaucratic apparatus by forcing the transfer of state functions to private actors,
reducing the administrative personnel and organizational capacity the state retains. If this
mechanism is operative, it should appear as an additional negative association between
privatization condition intensity and bureaucratic quality, over and above the binary entry
effect.

This does not appear. Across all three model variants — SCsPRIxPost in M1
(+0.0044, SE = 0.0063, p = 0.483), adding SOE and labor condition interactions in M2,
and substituting BA2PRIxPost in M3 (+0.0058, SE = 0.0052, p = 0.268) — the
privatization interaction is small and insignificant. The binary entry effect remains
negative and significant in all three models. The Reinsberg (2020) privatization
mechanism does not replicate in the stacked DiD design. Whether a country’s program
requires privatization, and how many privatization conditions it carries, has no detectable
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additional effect on bureaucratic quality beyond the participation effect itself. The BQ
decline does not appear to be an artifact of privatization condition intensity within our
design—it remains a robust participation effect that persists regardless of program
content.

Table A1.6 IMF Program Participation Patterns and Event Window Selection

This table classifies treated countries by their IMF participation pattern within the
six-year post-entry window using the reversible IMFnn indicator. Continuous
participation: IMFnn = 1 in every year from entry through t+5. Exit and re-entry: IMFnn
drops to 0 at least once then returns within the window. Single program: IMFnn drops to
0 and does not return. Combined active or recurring (63.4%) is the share of treated
countries that are under active or recurring IMF programs within the observation
window; admitting these countries as controls would contaminate the counterfactual. The
t+5 window and absorbed-treatment assumption jointly address this.

IMF participation classification within t+5 window (N = 131 treated countries)

Classification N Countries Share
Continuous participation 59 45.0%
Exit and re-entry 24 18.3%
Single program, no re-entry 48 36.6%
Combined active or recurring 83 63.4%

105



Table A1.7 Robustness Check: V-Dem Public Corruption

(1) Stacked OLS (2) Unstacked OLS (3) Unstacked IV

TreatxPost / IMFnn -0.0006 -0.0009 0.1909
(0.0211) (0.0096) (0.1443)

p-value 0.979 0.923 0.188
N 9640 4906 4906
Clusters 99 152 152
First-stage F -- -- 10.94
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NOTES

! For different flavors of the neoclassical state, see Douglass C. North, Structure and Change in
Economic History (W. W. Norton & Co., 1981) for the property-rights approach; James M.
Buchanan and Gordon Tullock, The Calculus of Consent (University of Michigan Press, 1962)
for the Virginia School public choice approach; and Anne O. Krueger, “The Political Economy of
the Rent-Seeking Society,” American Economic Review 64, no. 3 (1974): 291-303 for the
canonical rent-seeking anti-discretionary framework.

? This is a serious problem. The results from an IV strategy may only reflect the impact on
countries that entered a program specifically because of the instrument (e.g., those that got a loan
because they voted with the U.S. in the UN; this alone brings the UNGA alignment instrument
into question). Moreover, we do not have evidence that more geopolitically motivated programs
are representative of programs driven by observable economic crises. Thus, the extent to which
such results can be generalized to all interventions is scientifically questionable.

3 The logic of the compound instrument was popularized in the broader development literature
by Nunn and Qian (2014) to study the effectiveness of U.S. food aid. Lang (2016) was the first to
adapt this logic specifically for the IMF to account for endogeneity in program participation.
Stubbs et al. (2018) and Reinsberg et al. (2019) extended this further to create a compound
instrument for conditionality counts (the number of conditions), allowing them to isolate the
effect of specific policy mandates like privatization.

* By modeling treatment as an absorbed, persistent state rather than an adjustable spell, and by
enforcing a strict cohort-specific clean control window, we believe this design comes closer to
eliminating the permissive specification variations typically exploited for p-hacking, as Brodeur,
Cook, and Heyes (2020) rightfully note. Furthermore, because the pooled estimate pools early
post-entry years before damage fully materializes, this comparatively transparent reduced-form
model acts as a conservative floor that systematically understates the true effect by a factor of 2.6,
relying on flat, fully reported pre-trends to validate its causal inferences.

> Because the starting position of a country determines both the joining likelihood and the
resulting conditionality package, Stubbs (2018) use a system of three simultaneous equations:

Equation 1: Models why a country joins

Equation 2: Models the specific package a country gets

Equation 3: Measures the effect on the state by using the fitted values from the first two
equations

The double inferential challenge is that countries with institutional weaknesses are more likely to
seek help, but as Reinsberg et al. (2021) and Vreeland (2006) note, once in a program, the
specific number and type of conditions may be determined by those same institutional
weaknesses, thus raising concerns about endogeneity of conditionality.

6 Other solutions have been both proposed and criticized. Matching, which pairs observations
with similar likelihoods of participation, has been suggested. (Atoyan and Conway 2006; Hardoy
2003) However, Vreeland (2003) and Przeworski and Vreeland (2000) argue this only addresses
observables and can actually accentuate bias by ignoring unobserved factors like political will.
Thus, an emergent finding is that matching methods are “the least palatable” option because they
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cannot address selection on unobservables. (Stubbs et al. 2018) System Generalized Method of
Moments (GMM)—which uses lagged values of participation as instruments—has been
suggested as another solution. (Arellano and Bond 1991) In particular, GMM has been noted to
be more efficient than instrumental variables when the selection variable is a binary—like IMF
participation. Critical of GMM are Stuckler et al. (2012) and Roodman (2009), who conclude that
it makes too stringent of assumptions about steady states that are rarely met in IMF contexts, and
could apply only in “exceptional” circumstances. (Stubbs, et. al 2018) Thus, GMM may fail on
account of its lack of realism.

’ The event window is set at t=3 to t+5 following Pan, King, and Nosrati (forthcoming), and
treatment is modeled as an absorbed state. Both choices are empirically grounded in the
participation patterns of treated countries in the sample. Among the 131 first-time program
entrants, 45.0% remain under active IMF participation continuously from entry through t+5, and
a further 18.3% exit and re-enter within the same window — meaning that 63.3% of treated
countries are under active or recurring IMF programs throughout the observation period.
Admitting formerly treated countries as controls would therefore introduce systematic
contamination: post-exit years for these countries reflect neither stable counterfactual trajectories
nor absence of IMF influence, given the persistent institutional effects of prior conditionality
(Przeworski and Vreeland 2000; Kentikelenis and Stubbs 2023). Absorbed treatment and the
clean control restriction together address this directly.

¥ The country-specific propensity is computed as the mean of IMFnn across all years in the
sample for that country; the year-level count is the total number of countries with IMFnn = 1 in
each calendar year. The instrument is their product. First-stage estimates and F-statistics will be
reported alongside all IV results.

? Note: Covariate-adjusted group means, normalized to t = —1. Following Stuckler, King, and
Basu (2008), the figure plots separately estimated conditional trajectories for IMF program
countries and clean control countries. Residuals are computed from a pooled regression of
bureaucratic quality on the standard control set (GDP growth, reserves, crisis, debt restructurings,
current account balance, Polity 2, conflict) with event-cohort-specific country and year fixed
effects estimated on the full stacked sample; group means are then computed separately by
treatment status and years relative to program entry, and each series is normalized to its own t =
—1 mean. The control group is restricted to never-treated and not-yet-treated countries per the
stacked design clean control criterion (StartTreatmentYear = 9999 or StartTreatmentYear > g +
5). The near-flat control trajectory means the estimated control-group conditional mean at t+5 is
+0.001 BQ units relative to the normalized baseline, reflecting the stability of the clean control
group over the event window. The divergence between the two series — not the level of either —
is what the LP-DiD regression identifies.

1% See Treatment and Conditionality Variables section for classification rationale. Moreover,
classification is fixed at entry and does not vary over the event window. This classification differs
slightly from Reinsberg et al. (2019), who estimate the effect of structural and stabilization
conditions as continuous time-varying covariates within the subsample of program countries,
using a compound IV to address endogeneity of conditionality intensity. That approach requires a
flat panel with three-year period averaging and a Heckman correction, and estimates a within-
program dose-response rather than a program-entry effect. Our design instead classifies programs
at entry into two discrete types and estimates separate event-study trajectories for each group,
which is appropriate for a stacked DiD framework aiming to have cleaner comparisons, where the
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estimand is the dynamic effect of entry rather than only the marginal effect of an additional
condition. Three treated countries (Mozambique, Nepal, and Chad) record zero for both SCSTOT
and BA2TOT at program entry and are assigned to the Stabilization-Intensive group as the non-
structural residual; their exclusion does not materially alter the split results.

' The stabilization-intensive and structural-intensive program groups span different cohort year
ranges — 1983-2009 and 1986-2011 respectively — because program type is classified by the
ratio of structural to total binding conditions at entry (SCsTOT/BA2TOT), and the composition of
that ratio shifted over time and across regions. Stabilization-intensive programs cluster in the
Latin American debt crisis cohorts of the early 1980s, when IMF programs were dominated by
quantitative fiscal and monetary targets with limited structural conditionality. Structural-intensive
programs cluster in the late 1980s and 1990s, where the Fund deployed extensive structural
benchmarks on privatization, price deregulation, and institutional reform alongside the standard
macroeconomic targets. The cohort year difference is therefore (1) for start years: a reflection of
the historical difference of IMF program design across program eras and (2) for end years: a joint
product of data availability, the t+5 window requirement, and clean control pool attrition — later
cohort years are only estimable when sufficient never-treated or not-yet-treated countries remain
as controls, and the two program type groups exhaust that pool at different rates given their
country compositions. Importantly, between-group comparisons are not causal tests of
conditionality type: the groups may differ in region, baseline institutional quality, and program
epoch simultaneously, and these compositional differences are the more conservative lens through
which to interpret the null result for structural-intensive programs.

2 The same specifications that apply to Figure 1.1 apply here. See Endnote 9.
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